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PREFACE

In today’s world, much emphasis is placed
on learning to code, and programming is
touted as a golden ticket to a successful life.
Despite all the code boot camps and program-
ming being taught in elementary schools, the com-
puter itself is often treated as an afterthought—it’s
increasingly becoming invisible in the discussions of
raising the next generations of computer scientists.
The purpose of this book is to give readers a gentle yet accessible intro-
duction to computer systems. To write effective programs, programmers
must understand a computer’s underlying subsystems and architecture.
However, the expense of modern textbooks often limits their availability
to the set of students that can afford them. This free online textbook seeks
to make computer systems concepts accessible to everyone. It is targeted
toward students with an introductory knowledge of computer science who
have some familiarity with Python. If you're looking for a free book to intro-
duce you to basic computing principles in Python, we encourage you to read

How To Think Like a Computer Scientist with Python' first.
If you’re ready to proceed, please come in—the water is warm!
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What This Book Is About

Our book is titled Dive Into Systems and is meant to be a gentle introduction
to topics in computer systems, including C programming, architecture fun-
damentals, assembly language, and multithreading. The ocean metaphor is
very fitting for computer systems. As modern life is thought to have risen
from the depths of the primordial ocean, so has modern programming risen
from the design and construction of early computer architecture. The first
programmers studied the hardware diagrams of the first computers to cre-
ate the first programs.

Yet as life (and computing) began to wander away from the oceans from
which they emerged, the ocean began to be perceived as a foreboding and
dangerous place, inhabited by monsters. Ancient navigators used to place
pictures of sea monsters and other mythical creatures in the uncharted wa-
ters. Here be dragons, the text would warn. Likewise, as computing has wan-
dered ever further away from its machine-level origins, computer systems
topics have often emerged as personal dragons for many computing students.

In writing this book, we hope to encourage students to take a gentle dive
into computer systems topics. Even though the sea may look like a dark and
dangerous place from above, there is a beautiful and remarkable world to be
discovered for those who choose to peer just below the surface. So too can
a student gain a greater appreciation for computing by looking below the
code and examining the architectural reef below.

We are not trying to throw you into the open ocean here. Our book as-
sumes only a CS1 knowledge and is designed to be a first exposure to many
computer systems topics. We cover topics such as C programming, logic
gates, binary, assembly, the memory hierarchy, threading, and parallelism.
Our chapters are written to be as independent as possible, with the goal of
being widely applicable to a broad range of courses.

Lastly, a major goal for us writing this book is for it to be freely available.
We want our book to be a living document, peer reviewed by the computing
community, and evolving as our field continues to evolve. If you have feed-
back for us, please drop us a line. We would love to hear from you!

Ways to Use This Book

Preface

Our textbook covers a broad range of topics related to computer systems,
specifically targeting intermediate-level courses such as introduction to com-
puter systems or computer organization. It can also be used to provide back-
ground reading for upper-level courses such as operating systems, compilers,
parallel and distributed computing, and computer architecture.

It is not designed to provide complete coverage of all systems topics. It
does not include advanced or full coverage of operating systems, computer
architecture, or parallel and distributed computing topics, nor is it designed
to be used in place of textbooks devoted to advanced coverage of these top-
ics in upper-level courses. Instead, it focuses on introducing computer sys-
tems, common themes in systems in the context of understanding how a
computer runs a program, and how to design programs to run efficiently on



systems. The topic coverage provides a common knowledge base and skill
set for more advanced study in systems topics.

Our book’s topics can be viewed as a vertical slice through a computer.
At the lowest layer we discuss binary representation of programs and circuits
designed to store and execute programs, building up a simple CPU from
basic gates that can execute program instructions. At the next layer we in-
troduce the operating system, focusing on its support for running programs
and for managing computer hardware, particularly on the mechanisms of
implementing multiprogramming and virtual memory support. At the high-
est layer, we present the C programming language and how it maps to low-
level code, how to design efficient code, compiler optimizations, and parallel
computing. A reader of the entire book will gain a basic understanding of
how a program written in C (and Pthreads) executes on a computer and,
based on this understanding, will know some ways in which they can change
the structure of their program to improve its performance.

Although as a whole the book provides a vertical slice through the com-
puter, the book chapters are written as independently as possible so that an
instructor can mix and match chapters for their particular needs. The chap-
ter dependency graph is shown below, though individual sections within
chapters may not have as deep a dependency hierarchy as the entire chapter.

1. Cintro | | 4. Binary rep
Y
2. C Depth 5. Arch 11. Mem hierarchy
3. C debug
e . H —_
| 6-10. Assembly | : | 13.08 | | 14. Shared menm | :
Y 1
| 12. Optimization | | 15. Other parallel ‘

Summary of Chapter Topics

Chapter 0, Introduction Introduction to computer systems and some tips
for reading this book.

Chapter 1, Introduction to C Programming Covers C programming basics,
including compiling and running C programs. We assume readers of this

book have had an introduction to programming in some programming lan-
guage. We compare example C syntax to Python syntax so that readers who
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Preface

are familiar with Python can see how they may translate. However, Python
programming experience is not necessary for reading or understanding this
chapter.

Chapter 2, A Deeper Dive into C Covers most of the C language, notably
pointers and dynamic memory. We also elaborate on topics from Chapter 1
in more detail and discuss some advanced C features.

Chapter 3, C Debugging Tools Covers common C debugging tools (GDB
and Valgrind) and illustrates how they can be used to debug a variety of
applications.

Chapter 4, Binary and Data Representation Covers encoding data into bi-
nary, binary representation of C types, arithmetic operations on binary data,
and arithmetic overflow.

Chapter 5, Gates, Circuits, and Computer Architecture Covers the von Neu-
mann architecture from logic gates to the construction of a basic CPU. We
characterize clock-driven execution and the stages of instruction execution
though arithmetic, storage, and control circuits. We also briefly introduce
pipelining, some modern architecture features, and a short history of com-
puter architecture.

Chapters 6-10, Assembly Programming Covers translating C into assembly
code from basic arithmetic expressions to functions, the stack, and array and
struct access. In three separate chapters we cover assembly from three differ-
ent instruction set architectures: 32-bit x86, 64-bit x86, and 64-bit ARM.

Chapter 11, Storage and the Memory Hierarchy Covers storage devices, the
memory hierarchy and its effects on program performance, locality, caching,
and the Cachegrind profiling tool.

Chapter 12, Code Optimization Covers compiler optimizations, designing
programs with performance in mind, tips for code optimization, and quanti-
tatively measuring a program’s performance.

Chapter 13, Operating Systems Covers core operating system abstractions
and the mechanisms behind them. We primarily focus on processes, virtual
memory, and interprocess communication.

Chapter 14, Shared Memory Parallelism Covers multicore processors,
threads and Pthreads programming, synchronization, race conditions, and
deadlock. This chapter includes some advanced topics on measuring parallel
performance (speed-up, efficiency, Amdahl’s law), thread safety, and cache
coherence.



Chapter 15, Advanced Parallel Systems and Programming Models Intro-

duces the basics of distributed memory systems and the Message Passing
Interface (MPI), hardware accelerators and CUDA, and cloud computing
and MapReduce.

Example Uses of This Book

Dive Into Systems can be used as a primary textbook for courses that intro-
duce computer systems topics, or individual chapters can be used to provide
background information in courses that cover topics in more depth.

As examples from the authors’ two institutions, we have been using it as
the primary textbook for two different intermediate-level courses:

Introduction To Computer Systems at Swarthmore College. Chapter
ordering: 4, 1 (some 3), 5, 6, 7, 10, 2 (more 3), 11, 13, 14.

Computer Organization at West Point. Chapter ordering: 1, 4, 2 (some
3),6,7,10, 11, 12, 13, 14, 15.

Additionally, we use individual chapters as background reading in many
of our upper-level courses, including:

Upper-level course topic Chapters for background reading
Architecture 5,11

Compilers 6,7,8,9,10,11,12

Database systems 11, 14,15

Networking 4,13, 14

Operating systems 11,13, 14

Parallel and distributed systems 11, 13, 14, 15

Finally, Chapters 2 and 3 are used as C programming and debugging

references in many of our courses.

Avdilable Online

The free online version of our textbook is available at https;//diveintosystems

.org/.

Notes

1. http://interactivepython.org/courselib/static/thinkcspy/index.html
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INTRODUCTION

Dive into the fabulous world of computer

systems! Understanding what a computer
system is and how it runs your programs can

help you to design code that runs efficiently

and that can make the best use of the power of the un-
derlying system. In this book, we take you on a jour-
ney through computer systems. You will learn how your
program written in a high-level programming language
(we use C) executes on a computer. You will learn how
program instructions translate into binary and how
circuits execute their binary encoding. You will learn
how an operating system manages programs running
on the system. You will learn how to write programs
that can make use of multicore computers. Through-
out, you will learn how to evaluate the systems costs
associated with program code and how to design pro-
grams to run efficiently.
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What Is a Computer System?

Chapter O

A computer system combines the computer hardware and special system soft-
ware that together make the computer usable by users and programs. Specif-
ically, a computer system has the following components (see Figure 0-1):

Input/output (10) ports enable the computer to take information from
its environment and display it back to the user in some meaningful way.

Central processing unit (CPU) runs instructions and computes data and
memory addresses.

Random access memory (RAM) stores the data and instructions of run-
ning programs. The data and instructions in RAM are typically lost
when the computer system loses power.

Secondary storage devices like hard disks store programs and data even
when power is not actively being provided to the computer.

Operating system (OS) software layer lies between the hardware of the
computer and the software that a user runs on the computer. The OS
implements programming abstractions and interfaces that enable users
to easily run and interact with programs on the system. It also manages
the underlying hardware resources and controls how and when pro-
grams execute. The OS implements abstractions, policies, and mecha-
nisms to ensure that multiple programs can simultaneously run on the
system in an efficient, protected, and seamless manner.

The first four of these define the computer hardware component of a
computer system. The last item (the operating system) represents the main
software part of the computer system. There may be additional software lay-
ers on top of an OS that provide other interfaces to users of the system (e.g.,
libraries). However, the OS is the core system software that we focus on in
this book.

| Program |

Operating System (OS)
Computer
system Computer Hardware

CPU RAM Disk

Figure O-1: The layered components of a computer system

We focus specifically on computer systems that are general purpose, mean-
ing that their function is not tailored to any specific application, and that
are reprogrammable, meaning that they support running a different program
without modifying the computer hardware or system software.

To this end, many devices that may “compute” in some form do not fall
into the category of a computer system. Calculators, for example, typically
have a processor, limited amounts of memory, and 1/O capability. However,
calculators typically do not have an operating system (advanced graphing



calculators like the TI-89 are a notable exception to this rule), do not have
secondary storage, and are not general purpose.

Another example that bears mentioning is the microcontroller, a type
of integrated circuit that has many of the same capabilities as a computer.
Microcontrollers are often embedded in other devices (such as toys, med-
ical devices, cars, and appliances), where they control a specific automatic
function. Although microcontrollers are general purpose, reprogrammable,
contain a processor, internal memory, secondary storage, and are /O ca-
pable, they lack an operating system. A microcontroller is designed to boot
and run a single specific program until it loses power. For this reason, a mi-
crocontroller does not fit our definition of a computer system.

What Do Modern Computer Systems Look Like?

Now that we have established what a computer system is (and isn’t), let’s dis-
cuss what computer systems typically look like. Figure 0-2 depicts two types
of computer hardware systems (excluding peripherals): a desktop computer
(Ieft) and a laptop computer (right). A U.S. quarter on each device gives the
reader an idea of the size of each unit.

= Hard drive

J P' (Secondary

|
! st
R |1 <

Figure 0-2: Common computer systems: a desktop (left) and a laptop (right] computer

Notice that both contain the same hardware components, though some
of the components may have a smaller form factor or be more compact.

The DVD bay of the desktop was moved to the side to show the hard drive
underneath—the two units are stacked on top of each other. A dedicated
power supply helps provide the desktop power.

In contrast, the laptop is flatter and more compact (note that the quar-
ter in this picture appears a bit bigger). The laptop has a battery and its com-
ponents tend to be smaller. In both the desktop and the laptop, the CPU
is obscured by a heavyweight CPU fan, which helps keep the CPU at a rea-
sonable operating temperature. If the components overheat, they can be-
come permanently damaged. Both units have dual inline memory modules
(DIMM) for their RAM units. Notice that laptop memory modules are signif-
icantly smaller than desktop modules.

In terms of weight and power consumption, desktop computers typically
consume 100-400 W of power and typically weigh anywhere from 5 to 20

Introduction 9
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Chapter 0

pounds. A laptop typically consumes 50-100 W of power and uses an exter-
nal charger to supplement the battery as needed.

The trend in computer hardware design is toward smaller and more
compact devices. Figure 0-3 depicts a Raspberry Pi single-board computer.
A single-board computer (SBC) is a device in which the entirety of the com-
puter is printed on a single circuit board.

microSD card
(Secondary storage)

Figure 0-3: A Raspberry Pi single-board computer

The Raspberry Pi SBC contains a system-on-a-chip (SoC) processor with
integrated RAM and CPU, which encompasses much of the laptop and desk-
top hardware shown in Figure 0-2. Unlike laptop and desktop systems, the
Raspberry Pi is roughly the size of a credit card, weighs 1.5 ounces (about
a slice of bread), and consumes about 5 W of power. The SoC technology
found on the Raspberry Pi is also commonly found in smartphones. In fact,
the smartphone is another example of a computer system!

Lastly, all of the aforementioned computer systems (Raspberry Pi and
smartphones included) have multicore processors. In other words, their CPUs
are capable of executing multiple programs simultaneously. We refer to this
simultaneous execution as parallel execution. Basic multicore programming is
covered in Chapter 14 of this book.

All of these different types of computer hardware systems can run one
or more general-purpose operating systems, such as macOS, Windows, or
Unix. A general-purpose operating system manages the underlying com-
puter hardware and provides an interface for users to run any program on
the computer. Together these different types of computer hardware run-
ning different general-purpose operating systems make up a computer
system.



What You Will Learn In This Book
By the end of this book, you will know the following:

How a computer runs a program. You will be able to describe, in detail,
how a program expressed in a high-level programming language gets exe-
cuted by the low-level circuitry of the computer hardware. Specifically, you
will know:

*  how program data gets encoded into binary and how the hardware
performs arithmetic on it

*  how a compiler translates C programs into assembly and binary ma-
chine code (assembly is the human-readable form of binary machine
code)

*  how a CPU executes binary instructions on binary program data,
from basic logic gates to complex circuits that store values, perform
arithmetic, and control program execution

*  how the OS implements the interface for users to run programs on
the system and how it controls program execution on the system
while managing the system’s resources.

How to evaluate systems costs associated with a program’s performance.
A program runs slowly for a number of reasons. It could be a bad algorithm
choice or simply bad choices on how your program uses system resources.
You will understand the memory hierarchy (see “The Memory Hierarchy”
on page 545) and its effects on program performance, and the operating sys-
tems costs associated with program performance. You will also learn some
valuable tips for code optimization. Ultimately, you will be able to design
programs that use system resources efficiently, and you will know how to
evaluate the systems costs associated with program execution.

How to leverage the power of parallel computers with parallel program-
ming. Taking advantage of parallel computing is important in today’s mul-
ticore world. You will learn to exploit the multiple cores on your CPU to
make your program run faster. You will know the basics of multicore hard-
ware, the OS’s thread abstraction, and issues related to multithreaded par-
allel program execution. You will have experience with parallel program
design and writing multithreaded parallel programs using the POSIX thread
library (Pthreads). You will also have an introduction to other types of paral-
lel systems and parallel programming models.

Along the way, you will also learn many other important details about
computer systems, including how they are designed and how they work. You
will learn important themes in systems design and techniques for evaluat-
ing the performance of systems and programs. You’ll also master important
skills, including C and assembly programming and debugging.

Introduction 11
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Getting Started with This Book

Chapter 0

A few notes about languages, book notation, and recommendations for get-
ting started reading this book:

Linux, C, and the GNU Compiler

We use the C programming language in examples throughout the book.

C is a high-level programming language like Java and Python, but it is less
abstracted from the underlying computer system than many other high-
level languages. As a result, C is the language of choice for programmers
who want more control over how their program executes on the computer
system.

The code and examples in this book are compiled using the GNU C
Compiler (GCC) and run on the Linux operating system. Although not the
most common mainstream OS, Linux is the dominant OS on supercomput-
ing systems and is arguably the most commonly used OS by computer

scientists.

Linux is also free and open source, which contributes to its popular use
in these settings. A working knowledge of Linux is an asset to all students in
computing. Similarly, GCC is arguably the most common C compiler in use
today. As a result, we use Linux and GCC in our examples. However, other
Unix systems and compilers have similar interfaces and functionality.

In this book, we encourage you to type along with the listed examples.
Linux commands appear in blocks like the following:

$

The $ represents the command prompt. If you see a box that looks like

$ uname -a

this is an indication to type uname -a on the command line. Make sure that
you don’t type the $ sign!

The output of a command is usually shown directly after the command
in a command line listing. As an example, try typing in uname -a. The output
of this command varies from system to system. Sample output for a 64-bit
system is shown here.

$ uname -a
Linux Fawkes 4.4.0-171-generic #200-Ubuntu SMP Tue Dec 3 11:04:55 UTC 2019
x86_64 x86_64 x86_64 GNU/Linux

The uname command prints out information about a particular system.
The -a flag prints out all relevant information associated with the system in
the following order:

*  The kernel name of the system (in this case Linux)
*  The hostname of the machine (e.g., Fawkes)

*  The kernel release (e.g., 4.4.0-171-generic)



e The kernel version (e.g., #200-Ubuntu SMP Tue Dec 3 11:04:55
UTC 2019)

*  The machine hardware (e.g., x86-64)

*  The type of processor (e.g., x86-64)

*  The hardware platform (e.g., x86-64)

*  The operating system name (e.g., GNU/Linux)

You can learn more about the uname command or any other Linux com-
mand by prefacing the command with man, as shown here:

$ man uname

This command brings up the manual page associated with the uname
command. To quit out of this interface, press the q key.

A detailed coverage of Linux is beyond the scope of this book, but there
are several online resources that can give readers a good overview. One rec-
ommendation is “The Linux Command Line”;1 reviewing the first part,
“Learning the Shell,” is sufficient preparation.

Other Types of Notation and Callouts

Aside from the command line and code snippets, we use several other types
of “callouts” to represent content in this book.

The first is the aside. Asides are meant to provide additional context to
the text, usually historical. Here’s a sample aside:

( )

THE ORIGINS OF LINUX, GNU, AND THE FREE OPEN
SOURCE SOFTWARE (FOSS) MOVEMENT

In 1969, AT&T Bell Labs developed the UNIX operating system for internal use.
Although it was initially written in assembly, it was rewritten in C in 1973. Due
to an antitrust case that barred AT&T Bell Labs from entering the computing
industry, AT&T Bell Labs freely licensed the UNIX operating system to
universities, leading fo its widespread adoption. By 1984, however, AT&T
separated itself from Bell Labs, and (now free from its earlier restrictions) began
selling UNIX as a commercial product, much to the anger and dismay of several
individuals in academia.

In direct response, Richard Stallman (then a student at MIT) developed the GNU
(“GNU is not UNIX") Project in 1984, with the goal of creating a UNIX-like
system composed entirely of free software. The GNU project has spawned
several successful free software products, including the GNU C Compiler
(GCC), GNU Emacs (a popular development environment), and the GNU Public
License (GPL, the origin of the “copyleft” principle).

In 1992, Linus Torvalds, then a student at the University of Helsinki, released a
UNIX-like operating system that he wrote under the GPL. The Linux operating
system (pronounced “Lin-nux” or “Lee-nux” as Linus Torvald's first name is
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pronounced “Lee-nus”) was developed using GNU tools. Today, GNU tools are
typically packaged with Linux distributions. The mascot for the Linux operating
system is Tux, a penguin. Torvalds was apparently bitten by a penguin while
visiting the zoo, and chose the penguin for the mascot of his operating system
after developing a fondness for the creatures, which he dubbed as contracting
“penguinitis.”

L J

The second type of callout we use in this text is the note. Notes are used
to highlight important information, such as the use of certain types of nota-
tion or suggestions on how to digest certain information. A sample note is
shown below:

HOW TO DO THE READINGS IN THIS BOOK

As a student, it is important to do the readings in the textbook. Notice that we say
“do” the readings, not simply “read” the readings. To “read” a text typically
implies passively imbibing words off a page. We encourage students to take a
more active approach. If you see a code example, try typing it in! It's OK if you
type in something wrong, or get errors; that's the best way to learn! In computing,
errors are not failures—they are simply experience.

The last type of callout that students should pay specific attention to is
the warning. The authors use warnings to highlight things that are common
“gotchas” or a common cause of consternation among our own students.
Although all warnings may not be equally valuable to all students, we recom-
mend that you review warnings to avoid common pitfalls whenever possible.
A sample warning is shown here:

m THIS BOOK CONTAINS PUNS

Notes

Chapter 0

The authors (especially the first author) are fond of puns and musical parodies
related to computing (and not necessarily good ones). Adverse reactions to the
authors’ sense of humor may include (but are not limited to) eye-rolling,
exasperated sighs, and forehead slapping.

If you are ready to get started, please continue on to the first chapter
as we dive into the wonderful world of C. If you already know some C pro-
gramming, you may want to start with Chapter 4 on binary representation,
or continue with more advanced C programming in Chapter 2.

We hope you enjoy your journey with us!

. William Shotts, “Learning the Shell,” LinuxCommand.org, Attp.//

linuxcommand.org/lc3_learning the_shell.php
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BY THEC, BY THE C, BY THE
BEAUTIFUL C

“By the Beautiful Sea”
—Carroll and Atteridge, 1914

This chapter presents an overview of C pro-

gramming written for students who have
some experience programming in another

language. It’s specifically written for Python

programmers and uses a few Python examples for com-
parison purposes. However, it should be useful as an
introduction to G programming for anyone with basic
programming experience in any language.

C is a high-level programming language like other languages you might
know, such as Python, Java, Ruby, or C++. It’s an imperative and a procedu-
ral programming language, which means that a C program is expressed as a
sequence of statements (steps) for the computer to execute and that C pro-
grams are structured as a set of functions (procedures). Every C program

must have at least one function, the main function, which contains the set of
statements that execute when the program begins.
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Chapter 1

The C programming language is less abstracted from the computer’s
machine language than some other languages with which you might be
familiar. This means that C doesn’t have support for object-oriented pro-
gramming (like Python, Java, and C++) or have a rich set of high-level pro-
gramming abstractions (such as strings, lists, and dictionaries in Python). As
a result, if you want to use a dictionary data structure in your C program,
you need to implement it yourself, as opposed to just importing the one that
is part of the programming language (as in Python).

C’s lack of high-level abstractions might make it seem like a less appeal-
ing programming language to use. However, being less abstracted from the
underlying machine makes C easier for a programmer to see and under-
stand the relationship between a program’s code and the computer’s exe-
cution of it. C programmers retain more control over how their programs
execute on the hardware, and they can write code that runs more efficiently
than equivalent code written using the higher-level abstractions provided by
other programming languages. In particular, they have more control over
how their programs manage memory, which can have a significant impact
on performance. Thus, C remains the de facto language for computer sys-
tems programming where low-level control and efficiency are crucial.

We use C in this book because of its expressiveness of program control
and its relatively straightforward translation to assembly and machine code
that a computer executes. This chapter introduces programming in C, be-
ginning with an overview of its features. Chapter 2 then describes C’s fea-
tures in more detail.

Getting Started Programming in C

Let’s start by looking at a “hello world” program that includes an example
of calling a function from the math library. We compare the Python version
of this program (first) to the C version (second). The C version might be put
in a file named hello.c (.c is the suffix convention for C source code files),
whereas the Python version might be in a file named hello.py.

The Hello World Program in Python

# Python math library
from math import *

# main function definition:

def main():
# statements on their own line
print("Hello World")
print("sqrt(4) is %f" % (sqrt(4)))



# call the main function:
main()

Python version

/*
The Hello World Program in C
*/

/* C math and I/0 libraries */
#include <math.h>
#include <stdio.h>

/* main function definition: */

int main() {
// statements end in a semicolon (;)
printf("Hello World\n");
printf("sqrt(4) is %f\n", sqrt(4));

return 0; // main returns value 0

}

C version

NOTE Both the C version! and Python version® are available for download.

Notice that both versions of this program have similar structure and lan-
guage constructs, albeit with different language syntax. In particular:

Comments:

In Python, multiline comments begin and end with ''', and single-line
comments begin with #.

In C, multiline comments begin with /* and end with */, and single-line
comments begin with //.

Importing library code:

In Python, libraries are included (imported) using import.

In G, libraries are included (imported) using #include. All #include state-
ments appear at the top of the program, outside of function bodies.

Blocks:
In Python, indentation denotes a block.

In C, blocks (for example, function, loop, and conditional bodies) start
with { and end with }.

The main function:

In Python, def main(): defines the main function.
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In C, int main(){ } defines the main function. The main function returns
a value of type int, which is C’s name for specifying the signed integer
type (signed integers are values like -3, 0, 1234). The main function re-
turns the int value 0 to signify running to completion without error.

Statements:

In Python, each statement is on a separate line.

In C, each statement ends with a semicolon ;. In C, statements must be
within the body of some function (in main in this example).

Output:

In Python, the print function prints a formatted string. Values for the
placeholders in the format string follow a % symbol in a comma-separated
list of values (for example, the value of sqrt(4) will be printed in place of
the %f placeholder in the format string).

In C, the printf function prints a formatted string. Values for the place-
holders in the format string are additional arguments separated by com-
mas (for example, the value of sqrt(4) will be printed in place of the %f
placeholder in the format string).

There are a few important differences to note in the C and Python ver-

sions of this program:

Indentation:

In C, indentation doesn’t have meaning, but it’s good programming
style to indent statements based on the nested level of their containing
block.

Output:

C’s printf function doesn’t automatically print a newline character at the
end like Python’s print function does. As a result, C programmers need
to explicitly specify a newline character (\n) in the format string when a
newline is desired in the output.

main function:

A C program must have a function named main, and its return type must
be int. This means that the main function returns a signed integer type
value. Python programs don’t need to name their main function main,
but they often do by convention.

The C main function has an explicit return statement to return an int
value (by convention, main should return o if the main function is suc-
cessfully executed without errors).

A Python program needs to include an explicit call to its main function
to run it when the program executes. In C, its main function is automati-
cally called when the C program executes.



1.1.1  Compiling and Running C Programs

Python is an interpreted programming language, which means that another
program, the Python interpreter, runs Python programs: the Python inter-
preter acts like a virtual machine on which Python programs are run. To
run a Python program, the program source code (hello.py) is given as input
to the Python interpreter program that runs it. For example ($ is the Linux
shell prompt):

$ python hello.py

The Python interpreter is a program that is in a form that can be run
directly on the underlying system (this form is called binary executable) and
takes as input the Python program that it runs (Figure 1-1).

Python program:

def main():
X=6+17;
print("x %d" % x)

main()

Y

Python interpreter program
(a binary executable)

Operating system (OS)

Computer hardware (HW)

Python: Interpreted execution

Figure 1-1: A Python program is directly executed by the Python interpreter, which is a
binary executable program that is run on the underlying system (OS and hardware).

To run a C program, it must first be translated into a form that a com-
puter system can directly execute. A C compiler is a program that translates
C source code into a binary executable form that the computer hardware can
directly execute. A binary executable consists of a series of 0’'sand I’'sin a
well-defined format that a computer can run.

For example, to run the C program hello.c on a Unix system, the C code
must first be compiled by a C compiler (for example, the GNU C compiler,
GCC3) that produces a binary executable (by default named a.out). The bi-
nary executable version of the program can then be run directly on the sys-
tem (Figure 1-2):

$ gcc hello.c
$ ./a.out

(Note that some C compilers might need to be explicitly told to link in
the math library: -1m):
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$ gcc hello.c -1m

C program:

a.out:

int main() { 01010110101

int x; Ie 01010101010
X = 6 +"7;n . [ compiler = 10101010101
printf("x %d",x); P 01010100

return 0;

}

4

a.out
(a binary executable)

Operating system (OS)

Computer hardware (HW)

C: First compiled into a.out
Then direct execution of a.out

Figure 1-2: The C compiler (gcc) builds C source code into a binary executable file
(a.out]. The underlying system (OS and hardware) directly executes the a.out file to run
the program.

Detailed Steps

In general, the following sequence describes the necessary steps for editing,
compiling, and running a C program on a Unix system.

First, using a text editor (e.g., vim4), write and save your C source code
program in a file (e.g., hello.c):

$ vim hello.c

Next, compile the source to an executable form, and then run it. The
most basic syntax for compiling with gcc is:

$ gcc <input_source_file>

If compilation yields no errors, the compiler creates a binary executable
file named a.out. The compiler also allows you to specify the name of the
binary executable file to generate using the -o flag:

$ gcc -o <output_executable file> <input_source_file>

For example, this command instructs gcc to compile hello.c into an exe-
cutable file named hello:

$ gcc -o hello hello.c

We can invoke the executable program using ./hello:



$ ./hello

Any changes made to the C source code (the hello.c file) must be recom-
piled with gcc to produce a new version of hello. If the compiler detects any
errors during compilation, the ./hello file won’t be created/re-created (but
beware, an older version of the file from a previous successful compilation
might still exist).

Often when compiling with gcc, you want to include several command
line options. For example, these options enable more compiler warnings
and build a binary executable with extra debugging information:

$ gcc -Wall -g -o hello hello.c

Because the gcc command line can be long, frequently the make utility
is used to simplify compiling C programs and for cleaning up files created
by gcc. Using make and writing a Makefile are important skills that you will
develop as you build up experience with C programming.’

We cover compiling and linking with C library code in more detail at the
end of Chapter 2.

Variables and C Numeric Types

Like Python, C uses variables as named storage locations for holding data.
Thinking about the scope and type of program variables is important to un-
derstand the semantics of what your program will do when you run it. A
variable’s scope defines when the variable has meaning (that is, where and
when in your program it can be used) and its lifetime (that is, it could per-
sist for the entire run of a program or only during a function activation). A
variable’s type defines the range of values that it can represent and how those
values will be interpreted when performing operations on its data.

In G, all variables must be declared before they can be used. To declare
a variable, use the following syntax:

type_name variable_name;

A variable can have only a single type. The basic C types include char,
int, float, and double. By convention, C variables should be declared at the
beginning of their scope (at the top of a { } block), before any C statements
in that scope.

Below is an example C code snippet that shows declarations and uses of
variables of some different types. We discuss types and operators in more
detail after the example.

vars.c {
/* 1. Define variables in this block's scope at the top of the block. */

int x; // declares x to be an int type variable and allocates space for it

int i, j, k; // can define multiple variables of the same type like this
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char letter; // a char stores a single-byte integer value
// it is often used to store a single ASCII character
// value (the ASCII numeric encoding of a character)
// a char in C is a different type than a string in C

float winpct; // winpct is declared to be a float type
double pi; // the double type is more precise than float

/* 2. After defining all variables, you can use them in C statements. */

X =17; // x stores 7 (initialize variables before using their value)
k=x+2; // use x's value in an expression
letter = 'A'; // a single quote is used for single character value

letter = letter + 1; // letter stores 'B' (ASCII value one more than 'A")
pi = 3.1415926;
winpct = 11 / 2.0; // winpct gets 5.5, winpct is a float type

j=117/ 2; // j gets 5: int division truncates after the decimal
x=k%2; // % is C's mod operator, so x gets 9 mod 2 (1)

Note the semicolons galore. Recall that C statements are delineated
by ;, not line breaks—C expects a semicolon after every statement. You’ll
forget some, and gcc almost never informs you that you missed a semicolon,
even though that might be the only syntax error in your program. In fact,
often when you forget a semicolon, the compiler indicates a syntax error on
the line after the one with the missing semicolon: the reason is that gcc inter-
prets it as part of the statement from the previous line. As you continue to
program in G, you’'ll learn to correlate gcc errors with the specific C syntax
mistakes that they describe.

1.1.2  CTypes

C supports a small set of built-in data types, and it provides a few ways in
which programmers can construct basic collections of types (arrays and
structs). From these basic building blocks, a C programmer can build com-
plex data structures.

C defines a set of basic types for storing numeric values. Here are some
examples of numeric literal values of different C types:

8 // the int value 8
3.4 // the double value 3.4
'h"  // the char value 'h' (its value is 104, the ASCII value of h)




The C char type stores a numeric value. However, it’s often used by pro-
grammers to store the value of an ASCII character. A character literal value
is specified in C as a single character between single quotes.

C doesn’t support a string type, but programmers can create strings
from the char type and C’s support for constructing arrays of values, which
we discuss in later sections. C does, however, support a way of expressing
string literal values in programs: a string literal is any sequence of charac-
ters between double quotes. C programmers often pass string literals as the
format string argument to printf:

printf("this is a C string\n");

Python supports strings, but it doesn’t have a char type. In C, a string
and a char are two very different types, and they evaluate differently. This
difference is illustrated by contrasting a C string literal that contains one
character with a C char literal. For example:

'h' // this is a char literal value (its value is 104, the ASCII value of h)
"h" // this is a string literal value (its value is NOT 104, it is not a char)

We discuss C strings and char variables in more detail in the “Strings
and the String Library” section on page 93. Here, we’ll mainly focus on C’s
numeric types.

C Numeric Types

C supports several different types for storing numeric values. The types dif-
fer in the format of the numeric values they represent. For example, the
float and double types can represent real values, int represents signed inte-
ger values, and unsigned int represents unsigned integer values. Real values
are positive or negative values with a decimal point, such as —1.23 or 0.0056.
Signed integers store positive, negative, or zero integer values, such as =333,
0, or 3456. Unsigned integers store strictly non-negative integer values, such
as 0 or 1234.

C’s numeric types also differ in the range and precision of the values
they can represent. The range or precision of a value depends on the num-
ber of bytes associated with its type. Types with more bytes can represent a
larger range of values (for integer types), or higher-precision values (for real
types), than types with fewer bytes.

Table 1-1 shows the number of storage bytes, the kind of numeric values
stored, and how to declare a variable for a variety of common C numeric
types (note that these are typical sizes—the exact number of bytes depends
on the hardware architecture).
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Table 1-1: C Numeric Types

Type name Usual size  Values stored How to declare
char 1 byte integers char x;

short 2 bytes signed infegers short x;

int 4 bytes signed infegers int x;

long 4 or 8 bytes  signed integers long x;

long long 8 bytes signed integers long long x;
float 4 bytes signed real numbers  float x;

double 8 bytes signed real numbers  double x;

C also provides unsigned versions of the integer numeric types (char,
short, int, long, and long long). To declare a variable as unsigned, add the
keyword unsigned before the type name. For example:

int x; // x is a signed int variable
unsigned int y; // y is an unsigned int variable

The C standard doesn’t specify whether the char type is signed or un-
signed. As a result, some implementations might implement char as signed
integer values and others as unsigned. It’s good programming practice to ex-
plicitly declare unsigned char if you want to use the unsigned version of a char
variable.

The exact number of bytes for each of the C types might vary from one
architecture to the next. The sizes in Table 1-1 are minimum (and common)
sizes for each type. You can print the exact size on a given machine using C’s
sizeof operator, which takes the name of a type as an argument and evalu-
ates to the number of bytes used to store that type. For example:

printf("number of bytes in an int: %lu\n", sizeof(int));
printf("number of bytes in a short: %lu\n", sizeof(short));

The sizeof operator evaluates to an unsigned long value, so in the call to
printf, use the placeholder %lu to print its value. On most architectures the
output of these statements will be:

number of bytes in an int: 4
number of bytes in a short: 2

Arithmetic Operators

Arithmetic operators combine values of numeric types. The resulting type
of the operation is based on the types of the operands. For example, if two
int values are combined with an arithmetic operator, the resulting type is
also an integer.

C performs automatic type conversion when an operator combines
operands of two different types. For example, if an int operand is combined
with a float operand, the integer operand is first converted to its floating-



point equivalent before the operator is applied, and the type of the opera-
tion’s result is float.

The following arithmetic operators can be used on most numeric type
operands:

e add (+) and subtract (-)

e  multiply (*), divide (/), and mod(%):

The mod operator (%) can only take integer-type operands (int, unsigned
int, short, and so on).

If both operands are int types, the divide operator (/) performs in-
teger division (the resulting value is an int, truncating anything be-
yond the decimal point from the division operation). For example
8/3 evaluates to 2.

If one or both of the operands are float (or double), / performs real
division and evaluates to a float (or double) result. For example,
8/3.0 evaluates to approximately 2.666667.

e assignment (=):

variable = value of expression; // e.g., x =3 + 4;

* assignment with update (+=, -=, *=, /=, and %=):

variable op= expression; // e.g., x += 3; is shorthand for x = x + 3;

* increment (++) and decrement (--):

variable++; // e.g., x++; assigns to x the value of x + 1

m PRE- VERSUS POST-INCREMENT

The operators ++variable and variable++ are both valid, but they're evaluated
slightly differently:

e ++x: increment x first, then use its value.

o x++: use x's value first, then increment it.

In many cases, it doesn’t matter which you use because the value of the
incremented or decremented variable isn't being used in the statement. For
example, these two statements are equivalent (although the first is the most
commonly used syntax for this statement):

X++;
+X;
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In some cases, the context affects the outcome (when the value of the incremented
or decremented variable is being used in the statement). For example:

X = 6;
y = ++x + 2; // y is assigned 9: increment x first, then evaluate x + 2 (9)

X = 6;
y = x++ + 2; // y is assigned 8: evaluate x + 2 first (8), then increment x

Code like the preceding example that uses an arithmetic expression with an
increment operator is often hard to read, and it's easy fo get wrong. As a result,
it's generally best to avoid writing code like this; instead, write separate statements
for exactly the order you want. For example, if you want to first increment x and
then assign x + 1 to y, just write it as two separate statements.

Instead of writing this

y = +x + 1;

write it as two separate statements:

X++;
y =x+1;

Input/Output (printf and scanf)

C’s printf function prints values to the terminal, and the scanf function reads
in values entered by a user. The printf and scanf functions belong to C’s
standard I/O library, which needs to be explicitly included at the top of any
.c file that uses these functions by using #include <stdio.h>. In this section,
we introduce the basics of using printf and scanf in C programs. “I/O in C
(Standard and File)” on page 113 discusses C’s input and output functions in
more detail.

1.2.1 printf

C’s printf function is very similar to formatted print in Python, where the
caller specifies a format string to print. The format string often contains for-
matting specifiers, such as special characters that will print tabs (\t) or new-
lines (\n), or placeholders for values in the output. Placeholders consist of %
followed by a type specifier letter (for example, %d represents a placeholder
for an integer value). For each placeholder in the format string, printf ex-
pects an additional argument. Here, you can see an example program in
Python and C with formatted output:

# Python formatted print example

def main():



print("Name: %s, Info:" % "Vijay")
print("\tAge: %d \t Ht: %g" %(20,5.9))
print("\tYear: %d \t Dorm: %s" %(3, "Alice Paul"))

# call the main function:
main()

Python version

/* C printf example */
#include <stdio.h> // needed for printf

int main() {
printf("Name: %s, Info:\n", "Vijay");
printf("\tAge: %d \t Ht: %g\n",20,5.9);

printf("\tYear: %d \t Dorm: %s\n",3,"Alice Paul");

return 0;

}

C version

When run, both versions of this program produce identically formatted
output:

Name: Vijay, Info:
Age: 20 Ht: 5.9
Year: 3  Dorm: Alice Paul

The main difference between C’s printf and Python’s print functions
are that the Python version implicitly prints a newline character at the end
of the output string, but the C version does not. As a result, the C format
strings in this example have newline (\n) characters at the end to explicitly
print a newline character. The syntax for listing the argument values for the
placeholders in the format string is also slightly different in C’s printf and
Python’s print functions.

C uses the same formatting placeholders as Python for specitying dif-
ferent types of values. The preceding example demonstrates the following
formatting placeholders:

%g: placeholder for a float (or double) value
%d: placeholder for a decimal value (int, short, char)
%s: placeholder for a string value

C additionally supports the %c placeholder for printing a character value.
This placeholder is useful when a programmer wants to print the ASCII
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character associated with a particular numeric encoding. Here’s a C code
snippet that prints a char as its numeric value (%d) and as its character
encoding (%c):

// Example printing a char value as its decimal representation (%d)
// and as the ASCII character that its value encodes (%c)

char ch;

ch = 'A";
printf("ch value is %d which is the ASCII value of %c\n", ch, ch);

ch = 99;
printf("ch value is %d which is the ASCII value of %c\n", ch, ch);

When run, the program’s output looks like this:

ch value is 65 which is the ASCII value of A
ch value is 99 which is the ASCII value of ¢

1.2.2 scanf

C’s scanf function represents one method for reading in values entered by
the user (via the keyboard) and storing them in program variables. The scanf
function can be a bit picky about the exact format in which the user enters
data, which means that it’s not very robust to badly formed user input. In
“I/0 in C (Standard and File)” on page 113, we discuss more robust ways

of reading input values from the user. For now, remember that if your pro-
gram gets into an infinite loop due to badly formed user input, you can al-
ways press CTRL-C to terminate it.

Reading input is handled differently in Python and C: Python uses the
input function to read in a value as a string, and then the program converts
the string value to an int, whereas C uses scanf to read in an int value and to
store it at the location in memory of an int program variable (for example,
&num1). This code displays example programs for reading user input values in
Python and C:

# Python input example

def main():

numl = input("Enter a number:")
numl = int(num1)
num2 = input("Enter another:")
num2 = int(num2)



scanf_ex.c

print("%d + %d = %d" % (numi, num2, (numi+num2)))

# call the main function:
main()

Python version

/* C input (scanf) example */
#include <stdio.h>

int main() {
int numi, num2;

printf("Enter a number: ");
scanf("%d", &numi);
printf("Enter another: ");
scanf("%d", &num2);

printf("%d + %d = %d\n", numi, num2, (numi+num2));

return 0;

}

C version

When run, both programs read in two values (here, 30 and 67):

Enter a number: 30
Enter another: 67
30 + 67 = 97

Like printf, scanf takes a format string that specifies the number and
types of values to read in (for example, "%d" specifies one int value). The
scanf function skips over leading and trailing whitespace as it reads in a
numeric value, so its format string only needs to contain a sequence of for-
matting placeholders, usually with no whitespace or other formatting char-
acters between the placeholders in its format string. The arguments for the
placeholders in the format string specify the locations of program variables
into which the values read in will be stored. Prefixing the name of a variable
with the & operator produces the location of that variable in the program’s
memory — the memory address of the variable. “C’s Pointer Variables” on
page 66 discusses the & operator in more detail. For now, we use it only in
the context of the scanf function.

Here’s another scanf example, in which the format string has placehold-
ers for two values, the first an int and the second a float:

int x;
float pi;

// read in an int value followed by a float value ("%d%g")
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// store the int value at the memory location of x (&x)
// store the float value at the memory location of pi (8pi)
scanf("%d%g", 8x, &pi);

When inputting data to a program via scanf, individual numeric input
values must be separated by at least one whitespace character. However, be-
cause scanf skips over additional leading and trailing whitespace characters
(for example, spaces, tabs, and newlines), a user could enter input values
with any amount of space before or after each input value. For instance, if a
user enters the following for the call to scanf in the preceding example, scanf
will read in 8 and store it in the x variable, and then read in 3.14 and store it
in the pi variable:

8 3.14

1.3 Conditionals and Loops

Chapter 1

The code examples that follow show that the syntax and semantics of if-else
statements in C and Python are very similar. The main syntactic difference is
that Python uses indentation to indicate “body” statements, whereas C uses
curly braces (but you should still use good indentation in your C code).

# Python if-else example

def main():

numl = input("Enter the 1st number:")
numl = int(numi)
num2 = input("Enter the 2nd number:")
num2 = int(num2)

if num1 > num2:
print("%d is biggest" % numi)
num2 = numil

else:
print("%d is biggest" % num2)
numl = num2

# call the main function:
main()

Python version



/* C if-else example */
#include <stdio.h>

int main() {

int numi, num2;

printf("Enter the 1st number: ");
scanf("%d", &numi);
printf("Enter the 2nd number: ");
scanf("%d", &num2);

if (numi > num2) {
printf("%d is biggest\n", numi);
num2 = numi;

} else {
printf("%d is biggest\n", num2);
numi = num2;

}

return 0;
}
C version

The Python and C syntax for if-else statements is almost identical with

only minor differences. In both, the else part is optional. Python and C also
support multiway branching by chaining if and else if statements. The fol-
lowing describes the full if-else C syntax:

// a one-way branch:

if ( <boolean expression> ) {
<true body>

}

// a two-way branch:
if ( <boolean expression> ) {
<true body>

}
else {

<false body>
}

// a multibranch (chaining if-else if-...-else)
// (has one or more 'else if' following the first if):
if ( <boolean expression 1> ) {
<true body>
}

else if ( <boolean expression 2> ) {
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// first expression is false, second is true
<true 2 body>

}

else if ( <boolean expression 3> ) {
// first and second expressions are false, third is true
<true 3 body>

}

// ... more else if's ...

else if ( <boolean expression N> ) {
// first N-1 expressions are false, Nth is true
<true N body>

}

else { // the final else part is optional
// if all previous expressions are false
<false body>

1.3.1 Boolean Values in C

C doesn’t provide a Boolean type with true or false values. Instead, integer
values evaluate to {rue or false when used in conditional statements. When
used in conditional expressions, an integer expression that is:

zero (0) evaluates to false;
nonzero (any positive or negative value) evaluates to true.

C has a set of relational and logical operators for Boolean expressions.
The relational operators take operand(s) of the same type and evaluate to zero
(false) or nonzero (true). The set of relational operators are:

equality (== and inequality (not equal, !=);

comparison operators: less than (<), less than or equal (<=), greater than
(>), and greater than or equal (>=).

The following C code snippets show examples of relational operators:

// assume x and y are ints, and have been assigned
// values before this point in the code

if (y < 0) {

printf("y is negative\n");
} else if (y !'=0) {

printf("y is positive\n");
} else {

printf("y is zero\n");

// set x and y to the larger of the two values



y =X
} else {
X =Y;

C’s logical operators take integer “Boolean” operand(s) and evaluate to
either zero (false) or nonzero (true). The set of logical operators are:

logical negation (!);

logical and (8&): stops evaluating at the first false expression (short-
circuiting);

logical or (||): stops evaluating at the first true expression (short-
circuiting).

C’s short-circuit logical operator evaluation stops evaluating a logical ex-
pression as soon as the result is known. For example, if the first operand to
a logical and (88&) expression evaluates to false, the result of the &3 expression
must be false. As a result, the second operand’s value need not be evaluated,
and it is not evaluated.

The following is an example of conditional statements in C that use log-
ical operators (it’s always best to use parentheses around complex Boolean
expressions to make them easier to read):

if ((x > 10) 8 (y >=x) ) {
printf("y and x are both larger than 10\n");
X = 13;
}else if ( ((-x) ==10) || (y > x) ) {
printf("y might be bigger than x\n");
X =y*x
} else {
printf("I have no idea what the relationship between x and y is\n");

}

1.3.2 Loops in C

Like Python, C supports for and while loops. Additionally, C provides do-
while loops.

while Loops

The while loop syntax in C and Python is almost identical, and the behavior
is the same. Here, you can see example programs with while loops in C and
Python:

# Python while loop example

def main():
num = input("Enter a value: ")
num = int(num)
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# make sure num is not negative
if num < 0:
num = -num
val = 1
while val < num:
print("%d" % (val))
val = val * 2

# call the main function:
main()

Python version

/* C while loop example */
#include <stdio.h>

int main() {

int num, val,;

printf("Enter a value: ");
scanf("%d", &num);
// make sure num is not negative
if (num < 0) {
num = -num;
}
val = 1;
while (val < num) {
printf("%d\n", val);
val = val * 2;

}

return 0;
}
C version

The while loop syntax in C is very similar in Python, and both are evalu-

ated in the same way:

while ( <boolean expression> ) {

}

<true body>

The while loop checks the Boolean expression first and executes the
body if true. In the preceding example program, the value of the val vari-
able will be repeatedly printed in the while loop until its value is greater than
the value of the num variable. If the user enters 10, the C and Python pro-

grams will print:
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C also has a do—while loop that is similar to its while loop, but it executes
the loop body first and then checks a condition and repeats executing the
loop body for as long as the condition is true. That is, a do—while loop will
always execute the loop body at least one time:

do {
<body>
} while ( <boolean expression> );

For additional while loop examples, have a look at whileLoop1.c® and

whileLoopz.c.7

for Loops

The for loop is different in C than it is in Python. In Python, for loops are
iterations over sequences, whereas in G, for loops are more general looping
constructs. Here are example programs that use for loops to print all the
values between 0 and a user-provided input number:

# Python for loop example
def main():
num = input("Enter a value: ")
num = int(num)
# make sure num is not negative
if num < 0:
num = -num
for i in range(num):
print("%d" % i)
# call the main function:
main()

Python version

/* C for loop example */
#include <stdio.h>

int main() {
int num, i;

printf("Enter a value: ");
scanf("%d", &num);
// make sure num is not negative
if (num < 0) {

num = -num;
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}

for (i = 0; 1 < num; i++) {

printf("%d\n", 1i);

}

return 0;
}
C version

In this example, you can see that the C for loop syntax is quite different
from the Python for loop syntax. It’s also evaluated differently.
The C for loop syntax is:

for ( <initializations; <boolean expressions; <step> ) {

<body>
}

The for loop evaluation rules are:

1. Evaluate <initialization> one time when first entering the loop.

2. Evaluate the <boolean expressions. If it’s 0 (false), drop out of the for
loop (in other words, the program is done repeating the loop body
statements).

3. Evaluate the statements inside the loop <body>.

4. Evaluate the <step> expression.

5. Repeat from step (2).

Here’s a simple example for loop to print the values 0, 1, and 2:

int i;

for (i = 0; i< 3; i++) {
printf("%d\n", i);

}

Executing the for loop evaluation rules on the preceding loop yields the
following sequence of actions:

(1) eval init: i is set to 0 (i=0)

(2) eval bool expr: i < 3 is true

(3) execute loop body: print the value of i (0)
(4) eval step: i is set to 1 (i++)

(2) eval bool expr: i < 3 is true

(3) execute loop body: print the value of i (1)
(4) eval step: i is set to 2 (i++)

(2) eval bool expr: i < 3 is true

(3) execute loop body: print the value of i (2)



(4) eval step: i is set to 3 (i++)
(2) eval bool expr: i < 3 is false, drop out of the for loop

The following program shows a more complicated for loop example (it’s
also available to download®). Note that just because C supports for loops
with a list of statements for its <initialization> and <step> parts, it’s best to
keep it simple. (This example illustrates a more complicated for loop syntax,
but the for loop would be easier to read and understand if it were simplified
by moving the j += 10 step statement to the end of the loop body and having
just a single step statement, i += 1.)

/* An example of a more complex for loop which uses multiple variables.
* (it is unusual to have for loops with multiple statements in the

* init and step parts, but C supports it and there are times when it
* is useful...don't go nuts with this just because you can)

*/

#include <stdio.h>

int main() {
int i, j;

for (i=0, j=0; i < 10; i+=1, j+=10) {
printf("i+j = %d\n", i+j);
}

return 0;

// the rules for evaluating a for loop are the same no matter how
// simple or complex each part is:

// (1) evaluate the initialization statements once on the first
// evaluation of the for loop: i=0 and j=0

// (2) evaluate the boolean condition: i < 10

// if false (when i is 10), drop out of the for loop

/! (3) execute the statements inside the for loop body: printf

// (4) evaluate the step statements: i += 1, j += 10

// (5) repeat, starting at step (2)

In C, for loops and while loops are equivalent in power, meaning that
any while loop can be expressed as a for loop, and vice versa. The same is
not true in Python, where for loops are iterations over a sequence of values.
As such, they cannot express some looping behavior that the more general
Python while loop can express. Indefinite loops are one example that can
only be written as a while loop in Python.

Consider the following while loop in C:

int guess = 0;

while (guess != num) {
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printf("%d is not the right number\n", guess);
printf("Enter another guess: ");
scanf("%d", &guess);

This loop can be translated to an equivalent for loop in C:

int guess;

for (guess = 0; guess != num; ) {
printf("%d is not the right number\n", guess);
printf("Enter another guess: ");
scanf("%d", &guess);

In Python, however, this type of looping behavior can be expressed only
by using a while loop.

Because for and while loops are equally expressive in C, only one loop-
ing construct is needed in the language. However, for loops are a more
natural language construct for definite loops (like iterating over a range of
values), whereas while loops are a more natural language construct for indef-
inite loops (like repeating until the user enters an even number). As a result,
C provides both to programmers.

1.4 Functions

Chapter 1

Functions break code into manageable pieces and reduce code duplication.
Functions might take zero or more parameters as input and they return a sin-
gle value of a specific type. A function declaration or prototype specifies the
function’s name, its return type, and its parameter list (the number and
types of all the parameters). A function definition includes the code to be
executed when the function is called. All functions in C must be declared be-
fore they’re called. This can be done by declaring a function prototype or by
fully defining the function before calling it:

// function definition format:

[/ =
<return type> <function name> (<parameter list>)
{
<function body>
}

// parameter list format:
[l mmmm -
<type> <parami name>, <type> <param2 name>, ..., <type> <last param name>

Here’s an example function definition. Note that the comments de-
scribe what the function does, the details of each parameter (what it’s used
for and what it should be passed), and what the function returns:



/* This program computes the larger of two
* values entered by the user.

*/

#include <stdio.h>

/* max: computes the larger of two integer values
*  x: one integer value
* y: the other integer value
*  returns: the larger of x and y
*/
int max(int x, int y) {
int bigger;

bigger = x;
if (y > x) {
bigger = y;
}
printf(" in max, before return x: %d y: %d\n", x, y);
return bigger;

Functions that don’t return a value should specify the void return type.
Here’s an example of a void function:

/* prints out the squares from start to stop
*  start: the beginning of the range
*  stop: the end of the range
*/
void print_table(int start, int stop) {
int i;

for (i = start; i <= stop; i++) {
printf("%d\t", i*i);

}

printf("\n");

As in any programming language that supports functions or procedures,
a function call invokes a function, passing specific argument values for the
particular call. A function is called by its name and is passed arguments,
with one argument for each corresponding function parameter. In C, call-
ing a function looks like this:

// function call format:
A
function_name(<argument list>);
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// argument list format:
[/ mmemmemmccmee e
<argument 1 expression>, <argument 2 expression>, ..., <last argument expression>

Arguments to C functions are passed by value: each function parame-
ter is assigned the value of the corresponding argument passed to it in the
function call by the caller. Pass by value semantics mean that any change to a
parameter’s value in the function (that is, assigning a parameter a new value
in the function) is not visible to the caller.

Here are some example function calls to the max and print_table func-
tions listed earlier:

int vali, val2, result;

val1
val2

6;
10;

/* to call max, pass in two int values, and because max returns an
int value, assign its return value to a local variable (result)

*/

result = max(vali, val2); /* call max with argument values 6 and 10 */
printf("%d\n", result); /* prints out 10 */

result = max(11, 3); /* call max with argument values 11 and 3 */
printf("%d\n", result); /* prints out 11 */

result = max(vall * 2, val2); /* call max with argument values 12 and 10 */
printf("%d\n", result); /* prints out 12 */

/* print_table does not return a value, but takes two arguments */
print_table(1, 20); /* prints a table of values from 1 to 20 */
print_table(vali, val2); /* prints a table of values from 6 to 10 */

Here is another example of a full program that shows a call to a slightly
different implementation of the max function that has an additional state-
ment to change the value of its parameter (x = y):

/* max: computes the larger of two int values
*  x: one value
* y: the other value
*  returns: the larger of x and y
*/
int max(int x, int y) {
int bigger;

bigger = x;
if (y»>x) |
bigger = y;
// note: changing the parameter x's value here will not
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// change the value of its corresponding argument
X =Y;
}

printf(" in max, before return x: %d y: %d\n", x, y);
return bigger;

/* main: shows a call to max */

int main() {

int a, b, res;

printf("Enter two integer values: ");
scanf("%d%d", 8a, 8&b);

res = max(a, b);
printf("The larger value of %d and %d is %d\n", a, b, res);

return 0;

The following output shows what two runs of this program might look
like. Note the difference in the parameter x’s value (printed from inside the
max function) in the two runs. Specifically, notice that changing the value of
parameter x in the second run does not affect the variable that was passed in
as an argument to max after the call returns:

$ ./a.out
Enter two integer values: 11 7

in max, before return x: 11 y: 7
The larger value of 11 and 7 is 11

$ ./a.out
Enter two integer values: 13 100

in max, before return x: 100 y: 100
The larger value of 13 and 100 is 100

Because arguments are passed by value to functions, the preceding ver-
sion of the max function that changes one of its parameter values behaves
identically to the original version of max that does not.

1.4.1 The Stack

The execution stack keeps track of the state of active functions in a program.
Each function call creates a new stack frame (sometimes called an activation
frame or activation record) containing its parameter and local variable val-
ues. The frame on the top of the stack is the active frame; it represents the
function activation that is currently executing, and only its local variables
and parameters are in scope. When a function is called, a new stack frame is
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created for it (pushed on the top of the stack), and space for its local variables
and parameters is allocated in the new frame. When a function returns, its
stack frame is removed from the stack (popped from the top of the stack),
leaving the caller’s stack frame on the top of the stack.

For the preceding example program, at the point in its execution right
before max executes the return statement, the execution stack will look like
Figure 1-3. Recall that the argument values to max passed by main are passed
by value, meaning that the parameters to max, x and y, are assigned the values
of their corresponding arguments, a and b from the call in main. Despite the
max function changing the value of x, the change doesn’t affect the value of a
in main.

e x: | 100
y: | 100
bigger: | 100
main: a: 13
b: | 100
res: e
Stack

Figure 1-3: The execution stack contents just before returning from the max function

The following full program includes two functions and shows examples
of calling them from the main function. In this program, we declare function
prototypes for max and print_table above the main function so that main can
access them despite being defined first. The main function contains the high-
level steps of the full program, and defining it first echoes the top-down de-
sign of the program. This example includes comments describing the parts
of the program that are important to functions and function calls. You can
also download and run the full program.?

/* This file shows examples of defining and calling C functions.
* It also demonstrates using scanf().
*/

#include <stdio.h>

/* This is an example of a FUNCTION PROTOTYPE. It declares just the type



* information for a function (the function's name, return type, and parameter
* list). A prototype is used when code in main wants to call the function

* before its full definition appears in the file.

*/

int max(int n1, int n2);

/* A prototype for another function. void is the return type of a function
* that does not return a value

*/

void print_table(int start, int stop);

/* All C programs must have a main function. This function defines what the
* program does when it begins executing, and it's typically used to organize
* the big-picture behavior of the program.

*/
int main() {
int x, y, larger;

printf("This program will operate over two int values.\n");

printf("Enter the first value: ");
scanf("%d", &x);

printf("Enter the second value: ");
scanf("%d", 8&y);

larger = max(x, y);
printf("The larger of %d and %d is %d\n", x, y, larger);
print_table(x, larger);

return 0;

/* This is an example of a FUNCTION DEFINITION. It specifies not only the
* function name and type, but it also fully defines the code of its body.
* (Notice, and emulate, the complete function comment!)

*/

/* Computes the max of two integer values.
*  n1: the first value
*  n2: the other value
*  returns: the larger of ni1 and n2
*/

int max(int n1, int n2) {

int result;
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result = ni;

if (n2 > n1) {
result = n2;

return result;

/* prints out the squares from start to stop
*  start: the beginning of the range
*  stop: the end of the range
*/
void print_table(int start, int stop) {
int i;

for (i = start; i <= stop; i++) {
printf("%d\t", i*i);

printf("\n");

1.5 Arrays and Strings

Chapter 1

An array is a C construct that creates an ordered collection of data elements
of the same type and associates this collection with a single program vari-
able. Ordered means that each element is in a specific position in the col-
lection of values (that is, there is an element in position 0, position 1, and
so on), not that the values are necessarily sorted. Arrays are one of C’s pri-
mary mechanisms for grouping multiple data values and referring to them
by a single name. Arrays come in several flavors, but the basic form is a one-
dimensional array, which is useful for implementing list-like data structures
and strings in C.

1.5.1 Introduction to Arrays

C arrays can store multiple data values of the same type. In this chapter, we
discuss statically declared arrays, meaning that the total capacity (the maxi-
mum number of elements that can be stored in an array) is fixed and is de-
fined when the array variable is declared. In the next chapter, we discuss
other array types such as “Dynamically Allocated” on page 82 and “Two-
Dimensional Arrays” on page 84.

The following code shows Python and C versions of a program that ini-
tializes and then prints a collection of integer values. The Python version
uses its built-in list type to store the list of values, whereas the C version uses
an array of int types to store the collection of values.



In general, Python provides a high-level list interface to the programmer
that hides much of the low-level implementation details. C, on the other
hand, exposes a low-level array implementation to the programmer and
leaves it up to the programmer to implement higher-level functionality. In
other words, arrays enable low-level data storage without higher-level list
functionality, such as len, append, insert, and so on.

# An example Python program using a list.

def main():
# create an empty list
my 1st = []

# add 10 integers to the list
for i in range(10):
my lst.append(i)

# set value at position 3 to 100
my 1st[3] = 100

# print the number of list items
print("list %d items:" % len(my lst))

# print each element of the list
for i in range(10):
print("%d" % my 1st[i])

# call the main function:
main()

Python version

/* An example C program using an array. */
#include <stdio.h>

int main() {
int i, size = 0;

// declare array of 10 ints
int my_arr[10];

// set the value of each array element
for (i = 0; 1 < 10; i++) {

my arr[i] = i;
size++;

// set value at position 3 to 100
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my_arr[3] = 100;

// print the number of array elements
printf("array of %d items:\n", size);

// print each element of the array
for (i = 0; i < 10; i++) {
printf("%d\n", my arr[i]);

}

return 0;
}
C version

The C and Python versions of this program have several similarities,
most notably that individual elements can be accessed via indexing, and that
index values start at 0. That is, both languages refer to the very first element
in a collection as the element at position 0.

The main differences in the C and Python versions of this program re-
late to the capacity of the list or array and how their sizes (number of ele-
ments) are determined. For a Python list:

my 1st[3] = 100 # Python syntax to set the element in position 3 to 100.

my 1st[o0]

5 # Python syntax to set the first element to 5.

For a C array:

my_arr[3] = 100; // C syntax to set the element in position 3 to 100.

my arr[o] = 5; // C syntax to set the first element to 5.

In the Python version, the programmer doesn’t need to specify the ca-
pacity of a list in advance: Python automatically increases a list’s capacity as
needed by the program. For example, the Python append function automat-
ically increases the size of the Python list and adds the passed value to the
end.

In contrast, when declaring an array variable in C, the programmer
must specify its type (the type of each value stored in the array) and its total
capacity (the maximum number of storage locations). For example:

int arr[10]; // declare an array of 10 ints

char str[20]; // declare an array of 20 chars

The preceding declarations create one variable named arr, an array of
int values with a total capacity of 10, and another variable named str, an
array of char values with a total capacity of 20.



To compute the size of a list (size meaning the total number of values
in the list), Python provides a len function that returns the size of any list
passed to it. In C, the programmer has to explicitly keep track of the num-
ber of elements in the array (for example, the size variable in the C listing
on page 45).

Another difference that might not be apparent from looking at the
Python and C versions of this program is how the Python list and the C ar-
ray are stored in memory. C dictates the array layout in program memory,
whereas Python hides how lists are implemented from the programmer.

In C, individual array elements are allocated in consecutive locations in the
program’s memory. For example, the third array position is located in mem-
ory immediately following the second array position and immediately before
the fourth array position.

1.5.2  Array Access Methods

Python provides multiple ways to access elements in its lists. C, however,
supports only indexing, as described earlier. Valid index values range from 0
to the capacity of the array minus 1. Here are some examples:

int i, num;
int arr[10]; // declare an array of ints, with a capacity of 10

num = 6; // keep track of how many elements of arr are used
// initialize first 5 elements of arr (at indices 0-4)

for (i=0; i < 5; i++) {
arr[i] = 1 * 2;

arr[5] = 100; // assign the element at index 5 the value 100

This example declares the array with a capacity of 10 (it has 10 elements),
but it only uses the first six (our current collection of values is size 6, not 10).
It’s often the case when using statically declared arrays that some of an ar-
ray’s capacity will remain unused. As a result, we need another program vari-
able to keep track of the actual size (number of elements) in the array (num in
this example).

Python and C differ in their error-handling approaches when a program
attempts to access an invalid index. Python throws an IndexError exception
if an invalid index value is used to access elements in a list (e.g., indexing
beyond the number of elements in a list). In G, it’s up to the programmer
to ensure that their code uses only valid index values when indexing into
arrays. As a result, for code like the following that accesses an array element
beyond the bounds of the allocated array, the program’s runtime behavior is
undefined.
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int array[10]; // an array of size 10 has valid indices 0 through 9

array[10] = 100; // 10 is not a valid index into the array

The C compiler is happy to compile code that accesses array positions
beyond the bounds of the array; there is no bounds checking by the com-
piler or at runtime. As a result, running this code can lead to unexpected
program behavior (and the behavior might differ from run to run). It can
lead to your program crashing, it can change another variable’s value, or it
might have no effect on your program’s behavior. In other words, this situa-
tion leads to a program bug that might or might not show up as unexpected
program behavior. Thus, as a C programmer, it’s up to you to ensure that
your array accesses refer to valid positions!

1.5.3 Arrays and Functions

The semantics of passing arrays to functions in C is similar to that of passing
lists to functions in Python: the function can alter the elements in the passed
array or list. Here’s an example function that takes two parameters, an int
array parameter (arr), and an int parameter (size):

void print_array(int arr[], int size) {
int i;
for (i = 0; 1 < size; i++) {
printf("%d\n", arr[i]);

The [] after the parameter name tells the compiler that the type of the
parameter arr is array of int, not int like the parameter size. In the next chap-
ter, we show an alternate syntax for specifying array parameters. The capac-
ity of the array parameter arr isn’t specified: arr[] means that this function
can be called with an array argument of any capacity. Because there is no
way to get an array’s size or capacity just from the array variable, functions
that are passed arrays almost always also have a second parameter that speci-
fies the array’s size (the size parameter in the preceding example).

To call a function that has an array parameter, pass the name of the ar-
ray as the argument. Here is a C code snippet with example calls to the
print_array function:

int some[5], more[10], i;
for (i =0; i< 5; i++) { // initialize the first 5 elements of both arrays

some[i] = i * i;
more[i] = some[i];

for (i =5; i< 10; i++) { // initialize the last 5 elements of "more" array



more[i] = more[i-1] + more[i-2];

print_array(some, 5); // prints all 5 values of "some"
print_array(more, 10); // prints all 10 values of "more"
print_array(more, 8); // prints just the first 8 values of "more"

In C, the name of the array variable is equivalent to the base address of
the array (i.e., the memory location of its Oth element). Due to C’s pass by
value function call semantics, when you pass an array to a function, each ele-
ment of the array is not individually passed to the function. In other words,
the function isn’t receiving a copy of each array element. Instead, an array
parameter gets the value of the array’s base address. This behavior implies that
when a function modifies the elements of an array that was passed as a pa-
rameter, the changes will persist when the function returns. For example,
consider this C program snippet:

void test(int a[], int size) {
if (size > 3) {
a[3] = 8;
}

size = 2; // changing parameter does NOT change argument
int main() {
int arr[5], n =5, i;
for (i =0; i< n; i++) {
arr[i] = i;
printf("%d %d", arr[3], n); // prints: 35

test(arr, n);
printf("%d %d", arr[3], n); // prints: 8 5

return 0;

The call in main to the test function is passed the argument arr, whose
value is the base address of the arr array in memory. The parameter a in the
test function gets a copy of this base address value. In other words, param-
eter a refers to the same array storage locations as its argument, arr. As a result,
when the test function changes a value stored in the a array (a[3] = 8), it af-
fects the corresponding position in the argument array (arr[3] is now 8).
The reason is that the value of a is the base address of arr, and the value of
arr is the base address of arr, so both a and arr refer to the same array (the
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same storage locations in memory)! Figure 1-4 shows the stack contents at
the point in the execution just before the test function returns.

test:
base address of arr

main:

0O 1 2
arr:| O 12|84
Stack

Figure 1-4: The stack contents for a function with an array parameter

Parameter a is passed the value of the base address of the array argu-
ment arr, which means they both refer to the same set of array storage loca-
tions in memory. We indicate this with the arrow from a to arr. Values that
get modified by the function test are highlighted. Changing the value of the
parameter size does not change the value of its corresponding argument n,
but changing the value of one of the elements referred to by a (e.g., a[3] = 8)
does affect the value of the corresponding position in arr.

1.5.4 Introduction to Strings and the C String Library

Python implements a string type and provides a rich interface for using
strings, but there is no corresponding string type in C. Instead, strings are
implemented as arrays of char values. Not every character array is used as a
C string, but every C string is a character array.

Recall that arrays in C might be defined with a larger size than a pro-
gram ultimately uses. For example, we saw in the “Array Access Methods”
section on page 47 that we might declare an array of size 10 but only use the
first six positions. This behavior has important implications for strings: we
can’t assume that a string’s length is equal to that of the array that stores it.
For this reason, strings in C must end with a special character value, the null
character ('\0'), to indicate the end of the string.

Strings that end with a null character are said to be null-terminated. Al-
though all strings in C should be null-terminated, failing to properly account
for null characters is a common source of errors for novice C programmers.
When using strings, it’s important to keep in mind that your character ar-
rays must be declared with enough capacity to store each character value in
the string plus the null character ('\0"). For example, to store the string "hi",
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you need an array of at least three chars (one to store 'h’, one to store 'i',
and one to store '\0").

Because strings are commonly used, C provides a string library that con-
tains functions for manipulating strings. Programs that use these string li-
brary functions need to include the string.h header.

When printing the value of a string with printf, use the %s placeholder in
the format string. The printf function will print all the characters in the ar-
ray argument until it encounters the '\o' character. Similarly, string library
functions often either locate the end of a string by searching for the "\o'
character or add a "\o' character to the end of any string that they modify.

Here’s an example that uses strings and string library functions:

#include <stdio.h>
#include <string.h> // include the C string library

int main() {
char stri[10];
char str2[10];
int len;

stri[o]
stri[1] = 'i’';
stri[2] = '\o';

n
L
-

len = strlen(str1);
printf("%s %d\n", stri, len); // prints: hi 2

strepy(str2, stri); // copies the contents of stri to str2
printf("%s\n", str2); // prints: hi

strcpy(str2, "hello"); // copy the string "hello" to str2
len = strlen(str2);
printf("%s has %d chars\n", str2, len); // prints: hello has 5 chars

The strlen function in the C string library returns the number of char-
acters in its string argument. A string’s terminating null character doesn’t
count as part of the string’s length, so the call to strlen(str1) returns 2 (the
length of the string "hi"). The strcpy function copies one character at a time
from a source string (the second parameter) to a destination string (the first
parameter) until it reaches a null character in the source.

Note that most C string library functions expect the call to pass in a
character array that has enough capacity for the function to perform its job.
For example, you wouldn’t want to call strcpy with a destination string that
isn’t large enough to contain the source; doing so will lead to undefined be-
havior in your program!
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C string library functions also require that string values passed to them
are correctly formed, with a terminating '\o' character. It’s up to you as the
C programmer to ensure that you pass in valid strings for C library functions
to manipulate. Thus, in the call to strcpy in the preceding example, if the
source string (str1) was not initialized to have a terminating '\o' character,
strcpy would continue beyond the end of the stri array’s bounds, leading to
undefined behavior that could cause it to crash.

m STRCPY CAN BE AN UNSAFE FUNCTION

The previous example uses the strcpy function safely. In general, though, strcpy
poses a security risk because it assumes that its destination is large enough to store
the entire string, which may not always be the case (for example, if the string
comes from user input).

We chose to show strcpy now to simplify the introduction to strings, but we
illustrate safer alternatives in the “Strings and the String Library” section.

In the next chapter, we discuss C strings and the string library in more detail.

1.6 Structs

Chapter 1

Arrays and structs are the two ways in which C supports creating collections
of data elements. Arrays are used to create an ordered collection of data ele-
ments of the same type, whereas structs are used to create a collection of data
elements of different types. A C programmer can combine array and struct
building blocks in many different ways to create more complex data types
and structures. This section introduces structs, and in the next chapter we
characterize structs in more detail (“C Structs” on page 103) and show how
you can combine them with arrays (“Arrays of Structs” on page 110).

C is not an object-oriented language; thus, it doesn’t support classes. It
does, however, support defining structured types, which are like the data
part of classes. A struct is a type used to represent a heterogeneous collec-
tion of data; it’s a mechanism for treating a set of different types as a sin-
gle, coherent unit. C structs provide a level of abstraction on top of individ-
ual data values, treating them as a single type. For example, a student has a
name, age, grade point average (GPA), and graduation year. A programmer
could define a new struct type to combine those four data elements into a
single struct student variable that contains a name value (type char [], to
hold a string), an age value (type int), a GPA value (type float), and a grad-
uation year value (type int). A single variable of this struct type can store all
four pieces of data for a particular student; for example, (“Freya”, 19, 3.7,
2021).

There are three steps to defining and using struct types in C programs:

1. Define a new struct type that represents the structure.
2. Declare variables of the new struct type.

3. Use dot (.) notation to access individual field values of the variable.



1.6.1 Defining a Struct Type

A struct type definition should appear outside of any function, typically near
the top of the program’s .c file. The syntax for defining a new struct type is
the following (struct is a reserved keyword):

struct <struct name> {
<field 1 type> <field 1 name>;
<field 2 type> <field 2 name>;
<field 3 type> <field 3 name>;

}s

Here’s an example of defining a new struct studentT type for storing stu-
dent data:

struct studentT {
char name[64];
int age;
float gpa;
int grad_yr;
};

This struct definition adds a new type to C’s type system, and the type’s
name is struct studentT. This struct defines four fields, and each field defini-
tion includes the type and name of the field. Note that in this example, the
name field’s type is a character array, for use as a string (see “Introduction to
Strings and the C String Library” on page 50).

1.6.2 Declaring Variables of Struct Types

Once the type has been defined, you can declare variables of the new type,
struct studentT. Note that unlike the other types we’ve encountered so far
that consist of just a single word (for example, int, char, and float), the name
of our new struct type is two words, struct studentT.

struct studentT student1, student2; // studenti, student2 are struct studentT

1.6.3 Accessing Field Valves

To access field values in a struct variable, use dot notation:

<variable name>.<field name>

When accessing structs and their fields, carefully consider the types of
the variables you’re using. Novice C programmers often introduce bugs into
their programs by failing to account for the types of struct fields. Table 1-2
shows the types of several expressions surrounding our struct studentT type.
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Table 1-2: The Types Associated with Various struct studentT Expressions

Expression C type

student1 struct studentT

student1.age integer (int)

student1.name array of characters (char [])

studenti.name[3]  character (char), the type stored in each position of the name array

Here are some examples of assigning a struct studentT variable’s fields:

// The 'name' field is an array of characters, so we can use the 'strcpy'
// string library function to fill in the array with a string value.
strcpy(studenti.name, "Kwame Salter");

// The 'age' field is an integer.
studenti.age = 18 + 2;

// The 'gpa' field is a float.
studenti.gpa = 3.5;

// The 'grad_yr' field is an int
studenti.grad_yr = 2020;
student2.grad_yr = studenti.grad_yr;

Figure 1-5 illustrates the layout of the student1 variable in memory after
the field assignments in the preceding example. Only the struct variable’s
fields (the areas in boxes) are stored in memory. The field names are labeled
on the figure for clarity, but to the C compiler, fields are simply storage lo-
cations or offsets from the start of the struct variable’s memory. For example,
based on the definition of a struct studentT, the compiler knows that to ac-
cess the field named gpa, it must skip past an array of 64 characters (name)
and one integer (age). Note that in the figure, the name field only depicts the
first six characters of the 64-character array.

Field
names Stored values (memory space)
student1: name: | 'K’ | W' | 'a' | 'm' | ‘e | t |
age: 20
gpa: 3.5
grad_yr: 2020

Figure 1-5: The student1 variable’s memory after assigning each of its fields

C struct types are lvalues, meaning they can appear on the left side of an
assignment statement. Thus, a struct variable can be assigned the value of
another struct variable using a simple assignment statement. The field val-
ues of the struct on the right side of the assignment statement are copied to



the field values of the struct on the left side of the assignment statement. In
other words, the contents of memory of one struct are copied to the mem-
ory of the other. Here’s an example of assigning a struct’s values in this way:

student2 = student1; // student2 gets the value of studenti
// (studenti's field values are copied to
// corresponding field values of student2)

strcpy(student2.name, "Frances Allen"); // change one field value

Figure 1-6 shows the values of the two student variables after the assign-
ment statement and call to strcpy have executed. Note that the figure depicts
the name fields as the string values they contain rather than the full array of
64 characters.

student1: "Kwame Salter" student2: "Frances Allen"
20 20
3.5 3.5
2020 2020

Figure 1-6: Layout of the student1 and student2 structs after executing the struct assignment
and strcpy call

C provides a sizeof operator that takes a type and returns the number
of bytes used by the type. The sizeof operator can be used on any C type, in-
cluding struct types, to see how much memory space a variable of that type
needs. For example, we can print the size of a struct studentT type:

// Note: the '%lu' format placeholder specifies an unsigned long value.
printf("number of bytes in student struct: %lu\n", sizeof(struct studentT));

When run, this line should print out a value of at least 76 bytes, because
64 characters are in the name array (1 byte for each char), 4 bytes for the int
age field, 4 bytes for the float gpa field, and 4 bytes for the int grad_yr field.
The exact number of bytes might be larger than 76 on some machines.

Here’s a full example program (available for download!?) that defines
and demonstrates the use of our struct studentT type:

#include <stdio.h>
#include <string.h>

// Define a new type: struct studentT
// Note that struct definitions should be outside function bodies.
struct studentT {

char name[64];

int age;

float gpa;

int grad_yr;
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};

int main() {

struct studentT student1, student2;

strcpy(studenti.name, "Kwame Salter"); // name field is a char array
studenti.age = 18 + 2; // age field is an int
studenti.gpa = 3.5; // gpa field is a float
studenti.grad_yr = 2020; // grad_yr field is an int

/* Note: printf doesn't have a format placeholder for printing a
* struct studentT (a type we defined). Instead, we'll need to
* individually pass each field to printf. */
printf("name: %s age: %d gpa: %g, year: %d\n",
studenti.name, studenti.age, studenti.gpa, studenti.grad yr);

/* Copy all the field values of studenti into student2. */
student2 = studenti;

/* Make a few changes to the student2 variable. */
strcpy(student2.name, "Frances Allen");
student2.grad_yr = studentil.grad yr + 1;

/* Print the fields of student2. */
printf("name: %s age: %d gpa: %g, year: %d\n",

student2.name, student2.age, student2.gpa, student2.grad yr);

/* Print the size of the struct studentT type. */
printf("number of bytes in student struct: %lu\n", sizeof(struct studentT));

return 0;

When run, this program outputs the following:

name: Kwame Salter age: 20 gpa: 3.5, year: 2020
name: Frances Allen age: 20 gpa: 3.5, year: 2021

number of bytes in student struct: 76




LVALUES

An Ivalue is an expression that can appear on the left side of an assignment
statement. It's an expression that represents a memory storage location. As we
intfroduce C pointer types and examples of creating more complicated structures
that combine C arrays, structs, and pointers, it’s important to think carefully
about types and to keep in mind which C expressions are valid Ivalues (which
can be used on the left side of an assignment statement).

From what we know about C so far, single variables of base types, array
elements, and structs are all Ivalues. The name of a statically declared array is
not an Ivalue (you cannot change the base address of a statically declared
array in memory). The following example code snippet illustrates valid and
invalid C assignment statements based on the Ivalue status of different types:

struct studentT {
char name[32];
int age;
float gpa;
int grad_yr;
}

int main() {
struct studentT studenti, student2;
int x;
char arr[10], ch;

X = 10; // Valid C: x is an lvalue

ch ="'m"; // Valid C: ch is an lvalue
studenti.age = 18; // Valid C: age field is an lvalue
student2 = student1; // Valid C: student2 is an lvalue
arr[3] = ch; // Valid C: arr[3] is an lvalue
X+ 1=28; // Invalid C: x+1 is not an lvalue

arr = "hello"; // Invalid C: arr is not an lvalue
// cannot change base addr of statically declared array
/! (use strcpy to copy the string value "hello" to arr)

studentl.name = student2.name; // Invalid C: name field is not an lvalue
// (the base address of a statically
// declared array cannot be changed)
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1.6.4 Passing Structs to Functions

In C, arguments of all types are passed by value to functions. Thus, if a func-
tion has a struct type parameter, then when called with a struct argument,
the argument’s value is passed to its parameter, meaning that the parameter
gets a copy of its argument’s value. The value of a struct variable is the con-
tents of its memory, which is why we can assign the fields of one struct to be
the same as another struct in a single assignment statement like this:

student2 = studenti;

Because the value of a struct variable represents the full contents of its
memory, passing a struct as an argument to a function gives the parameter
a copy of all the argument struct’s field values. If the function changes the
field values of a struct parameter, the changes to the parameter’s field val-
ues have no effect on the corresponding field values of the argument. That
is, changes to the parameter’s fields only modify values in the parameter’s
memory locations for those fields, not in the argument’s memory locations
for those fields.

Here’s a full example program (available for download!!) using the
checkID function that takes a struct parameter:

#include <stdio.h>
#include <string.h>

/* struct type definition: */
struct studentT {

char name[64];

int age;

float gpa;

int grad_ yr;
};

/* function prototype (prototype: a declaration of the

* checkID function so that main can call it, its full

* definition is listed after main function in the file):
*/

int checkID(struct studentT si, int min_age);

int main() {
int can_vote;
struct studentT student;

strcpy(student.name, "Ruth");
student.age = 17;
student.gpa = 3.5;
student.grad_yr = 2021;

can_vote = checkID(student, 18);



if (can_vote) {
printf("%s is %d years old and can vote.\n",
student.name, student.age);
} else {
printf("%s is only %d years old and cannot vote.\n",
student.name, student.age);

return 0;

/* check if a student is at least the min age

* s: a student

* min_age: a minimum age value to test

* returns: 1 if the student is min_age or older, 0 otherwise

int checkID(struct studentT s, int min_age) {
int ret = 1; // initialize the return value to 1 (true)

if (s.age < min_age) {
ret = 0; // update the return value to 0 (false)

// let's try changing the student's age
s.age = min_age + 1;
printf("%s is %d years old\n", s.name, s.age);

return ret;

When main calls checkID, the value of the student struct (a copy of the
memory contents of all its fields) is passed to the s parameter. When the
function changes the value of its parameter’s age field, it doesn t affect the
age field of its argument (student). This behavior can be seen by running the
program, which outputs the following:

Ruth is 19 years old
Ruth is only 17 years old and cannot vote.

The output shows that when checkID prints the age field, it reflects the
function’s change to the age field of the parameter s. However, after the
function call returns, main prints the age field of student with the same value
it had prior to the checkID call. Figure 1-7 illustrates the contents of the call
stack just before the checkID function returns.
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checkID: s "Ruth”
19
3.5
2021
min_age: | 18 ret: | O
main:
student: "Ruth"
17
3.5
2021
ret: ?
Stack

Figure 1-7: The contents of the call stack before returning from the checkID function

Understanding the pass by value semantics of struct parameters is par-
ticularly important when a struct contains a statically declared array field
(like the name field in struct studentT). When such a struct is passed to a func-
tion, the struct argument’s entire memory contents, including every array el-
ement in the array field, is copied to its parameter. If the parameter struct’s
array contents are changed by the function, those changes will not persist
after the function returns. This behavior might seem odd given what we
know about how arrays are passed to functions (“Arrays and Functions”
on page 48), but it’s consistent with the struct copying behavior described
earlier.

1.7 Summary

Chapter 1

In this chapter, we introduced many parts of the C programming language
by comparing them to similar language constructs in Python, a language
that many readers might know. C has similar language features to those of
many other high-level imperative and object-oriented programming lan-
guages, including variables, loops, conditionals, functions, and I/0. Some
key differences between the C and Python features we discussed include C
requiring that all variables be declared of a specific type before they’re used,
and that C arrays and strings are a lower-level abstraction than Python’s lists
and strings. The lower-level abstractions allow a C programmer more con-
trol over how their program accesses its memory and thus more control over
their program’s efficiency.



In the next chapter, we cover the C programming language in detail. We
revisit in more depth the many language features presented in this chapter,
and we introduce some new C language features, most notably C pointer
variables and support for dynamic memory allocation.

Notes

1. https://diveintosystems.org/antora/diveintosystems/ 1.0/ C_intro/_attachments/
hello.c
https.//diveintosystems.org/antora/diveintosystems/1.0/C_intro/_attachments/
hello.py

https.//gce.gnu.org

See https.//www.cs.swarthmore.edu/help/ editors. html

See “Using make and writing Makefile” at https://www.cs.swarthmore.edu/
~newhall/unixhelp/howto_makefiles.html
book/modules/C_intro/assets/attachments/whileLoop1.c
book/modules/C_intro/assets/attachments/whileLoop2.c
book/modules/C_intro/assets/attachments/forLoop2.c
book/modules/C_intro/assets/attachments/function.c
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A DEEPER DIVE INTO C
PROGRAMMING

With many of the basics of C programming

covered in the previous chapter, we now
dive deeper into the details of C. In this chap-

ter we revisit many of the topics from the pre-

vious chapter, such as arrays, strings, and structs, dis-
cussing them in more detail. We also introduce C’s
pointer variables and dynamic memory allocation. Point-
ers provide a level of indirection to accessing program
state, and dynamic memory allocation allows a program
to adjust to changes in size and space needs as it runs,
allocating more space as it needs it and freeing space it
no longer needs. By understanding how and when to
use pointer variables and dynamic memory allocation,
a C programmer can design programs that are both

powerful and efficient.

We begin with a discussion of the parts of program memory, as this will
help in understanding many of the topics presented later. As the chapter




progresses, we cover C file I/O and some advanced C topics including li-
brary linking and compiling to assembly code.

2.1 Parts of Program Memory and Scope

The following C program shows examples of functions, parameters, and lo-
cal and global variables (function comments are omitted to shorten this code
listing):

/* An example C program with local and global variables */
#include <stdio.h>

int max(int n1, int n2); /* function prototypes */
int change(int amt);

int g_x; /* global variable: declared outside function bodies */

int main() {
int x, result; /* local variables: declared inside function bodies */

printf("Enter a value: ");
scanf("%d", &x);
g x = 10; /* global variables can be accessed in any function */

result = max(g x, x);
printf("%d is the largest of %d and %d\n", result, g x, x);

result = change(10);
printf("g_x's value was %d and now is %d\n", result, g x);

return 0;

int max(int n1, int n2) { /* function with two parameters */
int val; /* local variable */

val = n1;

if (n2>n1) {
val = n2;

}

return val;

int change(int amt) {
int val;

val = g x; /* global variables can be accessed in any function */
g x += amt;
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return val;

This example shows program variables with different scope. A variable’s
scope defines when its name has meaning. In other words, scope defines the
set of program code blocks in which a variable is bound to (associated with)
a program memory location and can be used by program code.

Declaring a variable outside of any function body creates a global vari-
able. Global variables remain permanently in scope and can be used by any
code in the program because they’re always bound to one specific memory
location. Every global variable must have a unique name—its name uniquely
identifies a specific storage location in program memory for the entire dura-
tion of the program.

Local variables and parameters are only in scope inside the function in
which they are defined. For example, the amt parameter is in scope only in-
side the change function. This means that only statements within the change
function body can access the amt parameter, and an instance of the amt pa-
rameter is bound to a specific memory storage location only within a spe-
cific active execution of the function. Space to store a parameter’s value is
allocated on the stack when the function gets called, and it is deallocated
from the stack when the function returns. Each activation of a function gets
its own bindings for its parameters and local variables. Thus, for recursive
function calls, each call (or activation) gets a separate stack frame containing
space for its parameters and local variables.

Because parameters and local variables are only in scope inside the func-
tion that defines them, different functions can use the same names for local
variables and parameters. For example, both the change and the max functions
have a local variable named val. When code in the max function refers to val
it refers to its local variable val and not to the change function’s local variable
val (which is not in scope inside the max function).

While there may occasionally be times when using global variables in C
programs is necessary, we strongly recommend that you avoid programming
with global variables whenever possible. Using only local variables and param-
eters yields code that’s more modular, more general-purpose, and easier to
debug. Also, because a function’s parameters and local variables are only al-
located in program memory when the function is active, they may result in
more space-efficient programs.

Upon launching a new program, the operating system allocates the new
program’s address space. A program’s address space (or memory space) rep-
resents storage locations for everything it needs in its execution, namely sto-
rage for its instructions and data. A program’s address space can be thought
of as an array of addressable bytes; each used address in the program’s ad-
dress space stores all or part of a program instruction or data value (or some
additional state necessary for the program’s execution).

A program’s memory space is divided into several parts, each of which
is used to store a different kind of entity in the process’s address space. Fig-
ure 2-1 illustrates the parts of a program’s memory space.
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Parts of program memory

1: Operating system

Code:
Function instructions stored here

Data:
Global variables stored here

Heap:
Dynamically allocated memory
Grows as program allocates memory

i
I

Stack:
Local variables and parameters stored here
Grows as program calls functions
max: Shrinks on return from function

. Memory addresses . . .

Figure 2-1: The parts of a program’s address space

The top of a program’s memory is reserved for use by the operating sys-
tem, but the remaining parts are usable by the running program. The pro-
gram’s instructions are stored in the code section of the memory. For exam-
ple, the program listed earlier stores instructions for the main, max, and change
functions in this region of memory.

Local variables and parameters reside in the portion of memory for the
stack. Because the amount of stack space grows and shrinks over the pro-
gram’s execution as functions are called and returned from, the stack part
of memory is typically allocated near the bottom of memory (at the highest
memory addresses) to leave space for it to change. Stack storage space for
local variables and parameters exists only when the function is active (within
the stack frame for the function’s activation on the stack).

Global variables are stored in the data section. Unlike the stack, the data
region does not grow or shrink—storage space for globals persists for the
entire run of the program.

Finally, the heap portion of memory is the part of a program’s address
space associated with dynamic memory allocation. The heap is typically lo-
cated far from stack memory and grows into higher addresses as more space
is dynamically allocated by the running program.

2.2 C’s Pointer Variables

Chapter 2

C’s pointer variables provide a level of indirection to accessing program

memory. By understanding how to use pointer variables, a programmer
can write C programs that are both powerful and efficient. For example,
through pointer variables, a C programmer can:



* implement functions whose parameters can modify values in the
caller’s stack frame

* dynamically allocate (and deallocate) program memory at runtime
when the program needs it

» efficiently pass large data structures to functions
* create linked dynamic data structures

* interpret bytes of program memory in different ways.

In this section, we introduce the syntax and semantics of C’s pointer
variables and introduce common examples of how to use them in C
programs.

2.2.1 Pointer Variables

A pointer variable stores the address of a memory location in which a value of
a specific type can be stored. For example, a pointer variable can store the
value of an int address at which the integer value 12 is stored. The pointer
variable points to (refers to) the value. A pointer provides a level of indirection
for accessing values stored in memory. Figure 2-2 illustrates an example of
what a pointer variable might look like in memory:

e 12

Figure 2-2: A pointer variable stores the address of a location in memory. Here, the
pointer stores the address of an integer variable that holds the number 12.

Through the pointer variable, ptr, the value (12) stored in the memory
location it points to can be indirectly accessed. C programs most frequently
use pointer variables for:

1. “pass by pointer” parameters, for writing functions that can modify
their argument’s value through a pointer parameter

2. dynamic memory allocation, for writing programs that allocate (and
free) space as the program runs. Dynamic memory is commonly
used for dynamically allocating arrays. It is useful when a program-
mer doesn’t know the size of a data structure at compile time (e.g.,
the array size depends on user input at runtime). It also enables
data structures to be resized as the program runs.

Rules for Using Pointer Variables

The rules for using pointer variables are similar to regular variables, except
that you need to think about two types: the type of the pointer variable, and
the type stored in the memory address to which the pointer variable points.
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First, declare a pointer variable using <type_name> *<var_name>:

int *ptr; // stores the memory address of an int (ptr "points to" an int)
char *cptr; // stores the memory address of a char (cptr "points to" a char)

NOTE POINTER TYPES

Chapter 2

Although ptr and cptr are both pointers, they refer to different types:

+  The type of ptr is pointer to int (int *). It can point to a memory location
that stores an int value.

»  The type of cptr is pointer o char (char *). It can point to a memory
location that stores a char value.

Next, initialize the pointer variable (make it point to something). Pointer
variables store address values. A pointer should be initialized to store the ad-
dress of a memory location whose type matches the type to which the pointer
variable points. One way to initialize a pointer is to use the address operator
(&) with a variable to get the variable’s address value:

int x;
char ch;

ptr = &x; // ptr gets the address of x, pointer "points to" x
cptr = &ch; // cptr gets the address of ch, pointer "points to" ch

addr of x ’/XV addr of ch ’/ch'| |

Figure 2-3: A program can initialize a pointer by assigning it the address of an existing
variable of the appropriate type.

ptr: | cptr:

Here’s an example of an invalid pointer initialization due to mismatched
types:

cptr = &x; // ERROR: cptr can hold a char memory location
// (& is the address of an int)

Even though the C compiler may allow this type of assignment (with a warn-
ing about incompatible types), the behavior of accessing and modifying x
through cptr will likely not behave as the programmer expects. Instead, the
programmer should use an int * variable to point to an int storage location.
All pointer variables can also be assigned a special value, NULL, which
represents an invalid address. While a null pointer (one whose value is NULL)
should never be used to access memory, the value NULL is useful for testing a
pointer variable to see if it points to a valid memory address. That is, C



programmers will commonly check a pointer to ensure that its value
isn’t NULL before attempting to access the memory location to which it points.
To set a pointer to NULL:

ptr = NULL;
cptr = NULL;

Figure 2-4: Any pointer can be given the special value nuLL, which indicates that it doesn’t
refer to any particular address. Null pointers should never be dereferenced.

Finally, use the pointer variable. The dereference operator (*) follows a pointer
variable to the location in memory that it points to and accesses the value at
that location:

/* Assuming an integer named x has already been declared, this code sets the
value of x to 8. */

ptr = &; /* initialize ptr to the address of x (ptr points to variable x) */
*ptr = 8;  /* the memory location ptr points to is assigned 8 */

addr of x ’/XV

Figure 2-5: Dereferencing a pointer accesses the value to which the pointer refers.

ptr: 8 |

Pointer Examples
Here’s an example sequence of C statements using two pointer variables:

int *ptri, *ptr2, x, y;

X = 8;
ptr2 = &x; // ptr2 is assigned the address of x
ptrl = NULL;

addr of x i/x'| 8 |
T e

ptr2:
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*ptr2 = 10; // the memory location ptr2 points to is assigned 10
y = *ptr2 + 3; // y is assigned what ptr2 points to plus 3

addr of x i/x'
e <13

ptr2: 10 |

ptrl = ptr2; // ptrl gets the address value stored in ptr2 (both point to x)

addr of x i/xv| 10 |

ptr2:

ptr1:| addr of x y:| 13 |
*ptr1 = 100;

ptr2:| addr of x i/:'|00|

ptr1:| addr of x y:| 13 |

ptri = &y; // change ptr1's value (change what it points to)
*ptrl = 80;

ptr2:| addr of x i/x'
ptr1:| addr of y i/yv| 80 |

When using pointer variables, carefully consider the types of the rele-
vant variables. Drawing pictures of memory (like those shown above) can
help with understanding what pointer code is doing. Some common errors
involve misusing the dereference operator (*) or the address operator (&).
For example:

100|

ptr = 20; // ERROR?: this assigns ptr to point to address 20
ptr = 8&x;
*ptr = 20; // CORRECT: this assigns 20 to the memory pointed to by ptr

If your program dereferences a pointer variable that does not contain a
valid address, the program crashes:
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ptr = NULL;
*ptr = 6; // CRASH! program crashes with a segfault (a memory fault)

ptr = 20;
*ptr = 6; // CRASH! segfault (20 is not a valid address)

ptr = x;
*ptr = 6; // likely CRASH or may set some memory location with 6
// (depends on the value of x which is used as an address value)

ptr = &x; // This is probably what the programmer intended
* — f.
ptr = 6;

These types of errors exemplify one reason to initialize pointer variables
to NULL; a program can then test a pointer’s value for NULL before dereferen-
cing it:

if (ptr != NULL) {
*ptr = 6;

2.3 Pointers and Functions

Pointer parameters provide a mechanism through which functions can mod-
ify argument values. The commonly used pass by pointer pattern uses a pointer
function parameter that gets the value of the address of some storage location
passed to it by the caller. For example, the caller could pass the address of
one of its local variables. By dereferencing the pointer parameter inside the
function, the function can modify the value at the storage location to which
it points.

We have already seen similar functionality with array parameters, where
an array function parameter gets the value of the base address of the passed
array (the parameter refers to the same set of array elements as its argu-
ment), and the function can modify the values stored in the array. In gen-
eral, this same idea can be applied by passing pointer parameters to func-
tions that point to the memory locations in the caller’s scope.

NOTE PASS BY VALUE

All arguments in C are passed by value and follow pass-by-value semantics: the
parameter gets a copy of its argument value, and modifying the parameter’s value
does not change its argument’s value. When passing base type values, like the
value of an int variable, the function parameter gets a copy of its argument value
(the specific int value), and changing the value stored in the parameter cannot
change the value stored in its argument.
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In the pass-by-pointer pattern, the parameter still gets the value of its argument, but
it is passed the value of an address. Just like in passing base types, changing a
pointer parameter’s value will not change its argument’s value (i.e., assigning the
parameter to point to a different address will not change the argument’s address
value). However, by dereferencing a pointer parameter, the function can change
the contents of memory that both the parameter and its argument refer to; through
a pointer parameter, a function can modify a variable that is visible to the caller
after the function returns.

Here are the steps for implementing and calling a function with a pass-
by-pointer parameter, with example code snippets showing each step:

1. Declare the function parameter to be a pointer to the variable type:

/* input: an int pointer that stores the address of a memory

* location that can store an int value (it points to an int)
*/

int change_value(int *input) {

2. When making the function call, pass in the address of a variable as
the argument:

int x;
change_value(8x);

In the preceding example, since the parameter’s type is int *, the
address passed must be the address of an int variable.

3. In the body of the function, dereference the pointer parameter to
change the argument’s value:

*input = 100; // the location input points to (x's memory)
// is assigned 100

Next, let’s examine a larger example program:

passbypointer.c #include <stdio.h>
int change value(int *input);

int main() {
int x;
int y;

X = 30,
y = change_value(8x);
printf("x: %d y: %d\n", x, y); // prints x: 100 y: 30

return 0;

/*
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* changes the value of the argument
* input: a pointer to the value to change
* returns: the original value of the argument
*/
int change_value(int *input) {
int val;

val = *input; /* val gets the value input points to */

if (val < 100) {

*input = 100; /* the value input points to gets 100 */
} else {

*input = wval * 2;

}

return val;
}

When run, the output is:
X: 100 y: 30

Figure 2-6 shows what the call stack looks like before executing the re-
turn in change_value.

change_value:
input: | address of x

val: | 30

/
main: K

\

=
- o
o

Stack

Figure 2-6: A snapshot of the call stack prior to returning from change_value

The input parameter gets a copy of the value of its argument (the ad-
dress of x). The value of x is 30 when the function call is made. Inside the
change_value function, the parameter is dereferenced to assign the value 100
to the memory location pointed to by the parameter (*input = 100;, meaning
“the location input points to gets the value 100”). Since the parameter stores
the address of a local variable in the main function’s stack frame, through de-
referencing the parameter, the value stored in the caller’s local variable can
be changed. When the function returns, the argument’s value reflects the
change made to it through the pointer parameter (the value of x in main was
changed to 100 by the change_value function through its input parameter).
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In addition to pass-by-pointer parameters, programs commonly use pointer
variables to dynamically allocate memory. Such dynamic memory allocation
allows a C program to request more memory as it’s running, and a pointer
variable stores the address of the dynamically allocated space. Programs of-
ten allocate memory dynamically to tailor the size of an array for a particular
run.

Dynamic memory allocation grants flexibility to programs that:

* do not know the size of arrays or other data structures until runtime
(e.g., the size depends on user input)

* need to allow for a variety of input sizes (not just up to some fixed
capacity)

* want to allocate exactly the size of data structures needed for a par-
ticular execution (don’t waste capacity)

* grow or shrink the sizes of memory allocated as the program runs,
reallocating more space when needed and freeing up space when
it’s no longer required.

2.4.1 Heap Memory

Every byte of memory in a program’s memory space has an associated ad-
dress. Everything the program needs to run is in its memory space, and
different types of entities reside in different parts of a program’s memory
space. For example, the code region contains the program’s instructions,
global variables reside in the data region, local variables and parameters oc-
cupy the stack, and dynamically allocated memory comes from the heap. Be-
cause the stack and the heap grow at runtime (as functions are called and
return and as dynamic memory is allocated and freed), they are typically far
apart in a program’s address space to leave a large amount of space for each
to grow into as the program runs.

Dynamically allocated memory occupies the heap memory region of
a program’s address space (see page 66). When a program dynamically re-
quests memory at runtime, the heap provides a chunk of memory whose
address must be assigned to a pointer variable.

Figure 2-7 illustrates the parts of a running program’s memory with an
example of a pointer variable (ptr) on the stack that stores the address of
dynamically allocated heap memory (it points to heap memory).



Parts of program memory

1: Operating system

Code

Data

Heap q
|
I

Stack

. Memory addresses . . .

ptr:
max:

Figure 2-7: A pointer on the stack points to a block of memory that was allocated from the
heap.

It’s important to remember that heap memory is anonymous memory,
where “anonymous” means that addresses in the heap are not bound to vari-
able names. Declaring a named program variable allocates it on the stack
or in the data part of program memory. A local or global pointer variable
can store the address of an anonymous heap memory location (e.g., a local
pointer variable on the stack can point to heap memory), and dereferencing
such a pointer enables a program to store data in the heap.

2.4.2 malloc and free

malloc and free are functions in the standard C library (stdlib) that a program
can call to allocate and deallocate memory in the keap. Heap memory must
be explicitly allocated (malloc’ed) and deallocated (freed) by a C program.

To allocate heap memory, call malloc, passing in the total number of
bytes of contiguous heap memory to allocate. Use the sizeof operator to com-
pute the number of bytes to request. For example, to allocate space on the
heap to store a single integer, a program could call:

// Determine the size of an integer and allocate that much heap space.
malloc(sizeof(int));
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The malloc function returns the base address of the allocated heap mem-
ory to the caller (or NULL if an error occurs). Here’s a full example program
with a call to malloc to allocate heap space to store a single int value:

#include <stdio.h>
#include <stdlib.h>

int main() {
int *p;

p = malloc(sizeof(int)); // allocate heap memory for storing an int
if (p != NULL) {

*p = 6; // the heap memory p points to gets the value 6
}

The malloc function returns a void * type, which represents a generic
pointer to a non-specified type (or to any type). When a program calls malloc
and assigns the result to a pointer variable, the program associates the allo-
cated memory with the type of the pointer variable.

Sometimes you may see calls to malloc that explicitly recast its return
type from void * to match the type of the pointer variable. For example:

p = (int *) malloc(sizeof(int));

The (int *) before malloc tells the compiler that the void * type returned
by malloc will be used as an int * in this call (it recasts the return type of
malloc to an int *). We discuss type recasting and the void * type in more
detail later in this chapter, on page 126.

A call to malloc fails if there is not enough free heap memory to satisfy
the requested number of bytes to allocate. Usually, malloc failing indicates
an error in the program such as passing malloc a very large request, passing
a negative number of bytes, or calling malloc in an infinite loop and running
out of heap memory. Because any call to malloc can fail, you should always
test its return value for NULL (indicating malloc failed) before dereferencing
the pointer value. Dereferencing a null pointer will cause your program to
crash! For example:

int *p;

p = malloc(sizeof(int));
if (p == NULL) {
printf("Bad malloc error\n");
exit(1); // exit the program and indicate error




When a program no longer needs the heap memory it dynamically al-
located with malloc, it should explicitly deallocate the memory by calling
the free function. It’s also a good idea to set the pointer’s value to NULL af-
ter calling free, so that if an error in the program causes it to be accidentally
dereferenced after the call to free, the program will crash rather than mod-
ify parts of heap memory that have been reallocated by subsequent calls to
malloc. Such unintended memory references can result in undefined pro-
gram behavior that is often very difficult to debug, whereas a null pointer
dereference will fail immediately, making it a relatively easy bug to find and
to fix.

free(p);
p = NULL;

2.4.3 Dynamically Allocated Arrays and Strings

C programmers often dynamically allocate memory to store arrays. A suc-
cessful call to malloc allocates one contiguous chunk of heap memory of the
requested size. It returns the address of the start of this chunk of memory to
the caller, making the returned address value suitable for the base address of
a dynamically allocated array in heap memory.

To dynamically allocate space for an array of elements, pass malloc the
total number of bytes in the desired array. That is, the program should re-
quest from malloc the total number of bytes in each array element times
the number of elements in the array. Pass malloc an expression for the to-
tal number of bytes in the form of sizeof(<type>) * <number of elements>. For
example:

int *arr;
char *c_arr;

// allocate an array of 20 ints on the heap:
arr = malloc(sizeof(int) * 20);

// allocate an array of 10 chars on the heap:
c_arr = malloc(sizeof(char) * 10);

After the calls to malloc in this example, the int pointer variable arr stores
the base address of an array of 20 contiguous integer storage locations in
heap memory, and the c_arr char pointer variable stores the base address of
an array of 10 contiguous char storage locations in heap memory. Figure 2-8
depicts what this might look like.
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main:

12 . 19
|

0
auss oddr in heop |—1 [ |
012 ... 9

Stack Heap

Figure 2-8: A 20-element integer array and 10-element character array allocated on the
heap

Note that while malloc returns a pointer to dynamically allocated space
in heap memory, C programs store the pointer to heap locations on the
stack. The pointer variables contain only the base address (the starting ad-
dress) of the array storage space in the heap. Just like statically declared
arrays, the memory locations for dynamically allocated arrays are in con-
tiguous memory locations. While a single call to malloc results in a chunk
of memory of the requested number of bytes being allocated, multiple calls
to malloc will not result in heap addresses that are contiguous (on most sys-
tems). In the previous example, the char array elements and the int array
elements may be at addresses that are far apart in the heap.

After dynamically allocating heap space for an array, a program can ac-
cess the array through the pointer variable. Because the pointer variable’s
value represents the base address of the array in the heap, we can use the
same syntax to access elements in dynamically allocated arrays as we use to
access elements in statically declared arrays (see page 44). Here’s an example:

int i;
int s_array[20];
int *d_array;

d_array = malloc(sizeof(int) * 20);
if (d_array == NULL) {
printf("Error: malloc failed\n");

exit(1);

}

for (i=0; i < 20; i++) {
s_array[i] = i;
d_array[i] = i;

printf("%d %d \n", s_array[3], d_array[3]); // prints 3 3

It may not be obvious why the same syntax can be used for accessing ele-
ments in dynamically allocated arrays as is used in accessing elements in stat-
ically declared arrays. However, even though their types are different, the
values of s_array and d_array both evaluate to the base address of the array in
memory (see Table 2-1).



Table 2-1: Comparison of Statically Allocated s_array and Dynamically
Allocated d_array

Expression Value Type
s_array base address of array in memory  (static) array of integers
d_array base address of array in memory integer pointer (int *)

Because the names of both variables evaluate to the base address of the
array in memory (the address of the first element memory), the semantics of
the [i] syntax following the name of the variable remain the same for both:
[1] dereferences the int storage location at offset i from the base address of the array
in memory—it’s accessing the ith element.

For most purposes, we recommend using the [i] syntax to access the
elements of a dynamically allocated array. However, programs can also use
the pointer dereferencing syntax (the * operator) to access array elements.
For example, placing a * in front of a pointer that refers to a dynamically
allocated array will dereference the pointer to access element 0 of the array:

/* these two statements are identical: both put 8 in index 0 */
d_array[0] = 8; // put 8 in index 0 of the d_array
*d_array = 8; // in the location pointed to by d_array store 8

The “Arrays in C” section on page 81 describes arrays in more detail,
and the “Pointer Arithmetic” section on page 128 discusses accessing array
elements through pointer variables.

When a program is finished using a dynamically allocated array, it should
call free to deallocate the heap space. As mentioned earlier, we recommend
setting the pointer to NULL after freeing it:

free(arr);
arr = NULL;

free(c_arr);
c_arr = NULL;

free(d_array);
d_array = NULL;

e ™)
HEAP MEMORY MANAGEMENT, MALLOC AND FREE

The C standard library implements malloc and free, which are the programming
interface to its heap memory manager. When called, malloc needs to find a
contiguous chunk of unallocated heap memory space that can satisfy the size of
the request. The heap memory manager maintains a free list of unallocated
extents of heap memory, where each extent specifies the start address and size
of a contiguous unallocated chunk of heap space.
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Initially, all of heap memory is empty, meaning that the free list has a single
extent consisting of the entire heap region. After a program has made some
calls to malloc and free, heap memory can become fragmented, meaning that
there are chunks of free heap space interspersed with chunks of allocated heap
space. The heap memory manager typically keeps lists of different ranges of
sizes of heap space to enable fast searching for a free extent of a particular
size. In addition, it implements one or more policies for choosing among
multiple free extents that could be used to satisfy a request.

The free function may seem odd in that it only expects to receive the address of
the heap space to free without needing the size of the heap space to free at that
address. That's because malloc not only allocates the requested memory bytes,
but it also allocates a few additional bytes right before the allocated chunk to
store a header structure. The header stores metadata about the allocated chunk
of heap space, such as the size. As a result, a call to free only needs to pass
the address of heap memory to free. The implementation of free can get the
size of the memory to free from the header information that is in memory right
before the address passed to free.

For more information about heap memory management, see an OS textbook
(for example, Chapter 17, “Free Space Management,” in OS in Three Easy

Pieces covers these details).!

2.4.4 Pointers to Heap Memory and Functions

When passing a dynamically allocated array to a function, the pointer vari-
able argument’s value is passed to the function (i.e., the base address of the
array in the heap is passed to the function). Thus, when passing either stat-
ically declared or dynamically allocated arrays to functions, the parameter
gets exactly the same value—the base address of the array in memory. As a
result, the same function can be used for statically and dynamically allocated
arrays of the same type, and identical syntax can be used inside the function
for accessing array elements. The parameter declarations int *arr and int
arr[] are equivalent. However, by convention, the pointer syntax tends to be
used for functions that may be called with dynamically allocated arrays:

int main() {
int *arri;

arrl = malloc(sizeof(int) * 10);

if (arr1 == NULL) {
printf("malloc error\n");
exit(1);

/* pass the value of arrl (base address of array in heap) */
init_array(arri, 10);



void init_array(int *arr, int size) {

int i;

for (i = 0; 1 < size; i++) {
arr[i] = i;

}

At the point just before returning from the init_array function, the con-
tents of memory will look like Figure 2-9. Note that main only passes the
base address of the array to init_array. The array’s large block of contiguous
memory remains on the heap, but the function can access it by dereferenc-
ing the arr pointer parameter.

init_array:
size:| 10 | 1i:| 10
012 9
arr: | addr in heap
| »{0|1]2 9
main:
arri:| addr in heap
Heap

Stack

Figure 2-9: The contents of memory prior to returning from init_array. Both main’s arr1 and
init_array’s arr variable point to the same block of heap memory.

2.5 ArraysinC

In “Introduction to Arrays” on page 44, we introduced statically declared
one-dimensional C arrays and discussed the semantics of passing arrays to
functions. In “Dynamic Memory Allocation” on page 74, we introduced dy-
namically allocated one-dimensional arrays and discussed the semantics of
passing them to functions.

In this section, we take a more in-depth look at arrays in C. We describe
both statically and dynamically allocated arrays in more detail and discuss
two-dimensional arrays.

2.5.1 Single-Dimensional Arrays
Statically Allocated

Before jumping into new content, we briefly summarize static arrays with an
example. See “Introduction to Arrays” on page 44 for more detail on stati-
cally declared one-dimensional arrays.

Statically declared arrays are allocated either on the stack (for local vari-
ables) or in the data region of memory (for global variables). A programmer
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can declare an array variable by specifying its type (the type stored at each
index) and its total capacity (number of elements).

When passing an array to a function, C copies the value of the base ad-
dress to the parameter. That is, both the parameter and the argument refer
to the same memory locations—the parameter pointer points to the argu-
ment’s array elements in memory. As a result, modifying the values stored
in the array through an array parameter modifies the values stored in the
argument array.

Here are some examples of static array declaration and use:

// declare arrays specifying their type and total capacity
float averages[30]; // array of float, 30 elements

char name[20]; // array of char, 20 elements

int i;

// access array elements
for (i = 0; i< 10; i++) {
averages[i] = 0.0 + i;
name[i] = 'a' + i;
}

name[10] = '\0'; // name is being used for storing a C-style string

// prints: 3 d abcdefghij
printf("%g %c %s\n", averages[3], name[3], name);

strcpy(name, "Hello");
printf("%s\n", name); // prints: Hello

Dynamically Allocated

In “Dynamic Memory Allocation” on page 74, we introduced dynamically al-
located one-dimensional arrays, including their access syntax and the syntax
and semantics of passing dynamically allocated arrays to functions. Here, we
present a short recap of that information with an example.

Calling the malloc function dynamically allocates an array on the heap
at runtime. The address of the allocated heap space can be assigned to a
global or local pointer variable, which then points to the first element of the
array. To dynamically allocate space, pass malloc the total number of bytes to
allocate for the array (using the sizeof operator to get the size of a specific
type). A single call to malloc allocates a contiguous chunk of heap space of
the requested size. For example:

// declare a pointer variable to point to allocated heap space
int *p_array;
double *d array;

// call malloc to allocate the appropriate number of bytes for the array



p_array = malloc(sizeof(int) * 50); // allocate 50 ints
d_array = malloc(sizeof(double) * 100); // allocate 100 doubles

// always CHECK RETURN VALUE of functions and HANDLE ERROR return values
if ( (p_array == NULL) || (d_array == NULL) ) {

printf("ERROR: malloc failed!\n");

exit(1);

// use [] notation to access array elements
for (i = 0; 1 < 50; i++) {

p_array[i] = 0;

d_array[i] = 0.0;

// free heap space when done using it
free(p_array);
p_array = NULL;

free(d array);
d_array = NULL;

Array Memory Layout

Whether an array is statically declared or dynamically allocated via a sin-
gle call to malloc, array elements represent contiguous memory locations
(addresses):

array [0]: base address
array [1]: next address
array [2]: next address

array [99]: last address

The location of element i is at an offset i from the base address of the
array. The exact address of the ith element depends on the number of bytes
of the type stored in the array. For example, consider the following array
declarations:

int iarray[6]; // an array of six ints, each of which is four bytes
char carray[4]; // an array of four chars, each of which is one byte

The addresses of their individual array elements might look something
like this:

addr element

1230: iarray[o]
1234: iarray[1]
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1238: iarray[2]
1242: iarray[3]
1246: iarray[4]
1250: iarray[5]

1280: carray[0]
1281: carray[1]
1282: carray[2]
1283: carray[3]

In this example, 1230 is the base address of iarray and 1280 the base ad-
dress of carray. Note that individual elements of each array are allocated to
contiguous memory addresses: each element of iarray stores a four-byte int
value, so its element addresses differ by four, and each element of carray
stores a one-byte char value, so its addresses differ by one. There is no guar-
antee that the set of local variables are allocated to contiguous memory loca-
tions on the stack (hence, there could be a gap in the addresses between the
end of iarray and the start of carray, as shown in this example).

2.5.2 Two-Dimensional Arrays

C supports multidimensional arrays, but we limit our discussion of multidi-
mensional arrays to two-dimensional (2D) arrays, since 1D and 2D arrays are
the most commonly used by C programmers.

Statically Allocated 2D Arrays

To statically declare a multidimensional array variable, specify the size of
each dimension. For example:

int  matrix[50][100];
short little[10][10];

Here, matrix is a 2D array of int values with 50 rows and 100 columns, and
little is a 2D array of short values with 10 rows and 10 columns.

To access an individual element, indicate both the row and the column
index:

int  val;
short num;

val = matrix[3][7]; // get int value in row 3, column 7 of matrix
num = little[8][4]; // get short value in row 8, column 4 of little

Figure 2-10 illustrates the 2D array as a matrix of integer values, where a
specific element in the 2D array is indexed by row and column index values.
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Figure 2-10: A two-dimensional array represented as a matrix. Accessing matrix[2][3] is
like indexing into a grid at row 2 and column 3.

Programs often access the elements of a 2D array by iterating with nested
loops. For example, the following nested loop initializes all elements in matrix
to 0:

int i, j;

for (i = 0; 1 < 50; i++) { // for each row i
for (j = 0; j < 100; j++) { // iterate over each column element in row i
matrix[i][j] = 0;

Two-Dimensional Array Parameters

The same rules for passing one-dimensional array arguments to functions
apply to passing two-dimensional array arguments: the parameter gets the
value of the base address of the 2D array (8arr[o][0]). In other words, the pa-
rameter points to the argument’s array elements and therefore the function
can change values stored in the passed array.

For multidimensional array parameters, you must indicate that the pa-
rameter is a multidimensional array, but you can leave the size of the first
dimension unspecified (for good generic design). The sizes of other dimen-
sions must be fully specified so that the compiler can generate the correct
offsets into the array. Here’s a 2D example:

// a C constant definition: COLS is defined to be the value 100
#define COLS (100)

/*
* init_matrix: initializes the passed matrix elements to the
* product of their index values
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* m: a 2D array (the column dimension must be 100)
*  rows: the number of rows in the matrix
*  return: does not return a value
*/
void init_matrix(int m[][COLS], int rows) {
int i, j;
for (i = 0; i < rows; i++) {
for (j = 0; j < COLS; j++) {
m[i][3] = i*;

int main() {
int matrix[50][COLS];
int bigger[90][COLS];

init_matrix(matrix, 50);
init_matrix(bigger, 90);

Both the matrix and the bigger arrays can be passed as arguments to the
init_matrix function because they have the same column dimension as the
parameter definition.

NOTE The column dimension must be specified in the parameter definition of a 2D array

Chapter 2

so that the compiler can calculate the offset from the base address of the 2D array
to the start of a particular row of elements. The offset calculation follows from the
layout of 2D arrays in memory.

Two-Dimensional Array Memory Layout

Statically allocated 2D arrays are arranged in memory in row-major order,
meaning that all of row 0’s elements come first, followed by all of row 1’s
elements, and so on. For example, given the following declaration of a 2D
array of integers

int arr[3][4]; // int array with 3 rows and 4 columns

its layout in memory might look like Figure 2-11.



int arr [3][4];

Address ~ Memory  Element

1230: [0][0]
1234: [O][1] Row O
1238: [0][2]
1242: [0][3]
1246: [17[0]
1250: [107]
Row 1
1254: [11[2]
1258: [1[3]
1262: [2][0]
1266: [2][1] Row 2
1270: [2][2]
1274: [2][3]

Figure 2-11: The layout of a two-dimensional array in row-major order

Note that all array elements are allocated to contiguous memory ad-
dresses. That is, the base address of the 2D array is the memory address of
the [0][0] element (8arr[0][0]), and subsequent elements are stored contigu-
ously in row-major order (e.g., the entirety of row 1 is followed immediately
by the entirety of row 2, and so on).

Dynamically Allocated 2D Arrays

Dynamically allocated 2D arrays can be allocated in two ways. For an N x M
2D array, either:

1.

Make a single call to malloc, allocating one large chunk of heap space
to store all N x M array elements.

Make multiple calls to malloc, allocating an array of arrays. First, allo-
cate a 1D array of N pointers to the element type, with a 1D array of
pointers for each row in the 2D array. Then, allocate N 1D arrays of

size M to store the set of column values for each row in the 2D array.
Assign the addresses of each of these NV arrays to the elements of the
first array of N pointers.
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The variable declarations, allocation code, and array element access syn-
tax differ depending on which of these two methods a programmer chooses
to use.

Method 1: Memory-Efficient Allocation
In this method, a single call to malloc allocates the total number of bytes
needed to store the N x M array of values. This method has the benefit
of being more memory efficient because the entire space for all N x M ele-
ments will be allocated at once, in contiguous memory locations.

The call to malloc returns the starting address of the allocated space
(the base address of the array), which (like a 1D array) should be stored in
a pointer variable. In fact, there is no semantic difference between allocat-
ing a 1D or 2D array using this method: the call to malloc returns the starting
address of a contiguously allocated chunk of heap memory of the requested
number of bytes. Because allocation of a 2D array using this method looks
just like allocation for a 1D array, the programmer has to explicitly map 2D
row and column indexing on top of this single chunk of heap memory space
(the compiler has no implicit notion of rows or columns and thus cannot
interpret double indexing syntax into this malloc’ed space).

Here’s an example C code snippet that dynamically allocates a 2D array
using method 1:

#define N 3
#define M 4

int main() {
int *two_d_array; // the type is a pointer to an int (the element type)

// allocate in a single malloc of N x M int-sized elements:
two_d array = malloc(sizeof(int) * N * M);

if (two_d_array == NULL) {
printf("ERROR: malloc failed!\n");
exit(1);

Figure 2-12 shows an example of allocating a 2D array using this method
and illustrates what memory might look like after the call to malloc.



2D mapping

int *two_d_array; 9230: [O][0]

two_d_array = malloc(sizeof(int) * (3*4)); 9234: [01(1] Row 0
9238: o2 /oY

9242: [0][3]

main: 9246: [1][0]

X ddr in hea 9250: [0

two_d_array: | P

(9230) 9254 LA

9258: [11[3]

Stack 9262: [2][0]

9266: [2]01]
9270: 2z ) Row?

9274: [2][3]

Figure 2-12: The results of allocating a 2D array with a single call to malloc

Like 1D dynamically allocated arrays, the pointer variable for a 2D array
is allocated on the stack. That pointer is then assigned the value returned by
the call to malloc, which represents the base address of the contiguous chunk
of N x M int storage locations in the heap memory.

Because this method uses a single chunk of malloc’ed space for the
2D array, the memory allocation is as efficient as possible (it only requires
one call to malloc for the entire 2D array). It’s the more efficient way to ac-
cess memory due to all elements being located close together in contiguous
memory, with each access requiring only a single level of indirection from
the pointer variable.

However, the C compiler does not know the difference between a 2D
or 1D array allocation using this method. As a result, the double indexing
syntax ([1][]j]) of statically declared 2D arrays cannot be used when allocat-
ing a 2D array using this method. Instead, the programmer must explic-
itly compute the offset into the contiguous chunk of heap memory using a
function of row and column index values ([i*M + j], where M is the column
dimension).

Here’s an example of how a programmer would structure code to initial-
ize all the elements of a 2D array:

// access using [] notation:

//  cannot use [i][]j] syntax because the compiler has no idea where the
//  next row starts within this chunk of heap space, so the programmer
// must explicitly add a function of row and column index values

// (i*M+j) to map their 2D view of the space into the 1D chunk of memory
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for (i =0; i< N; i++) {
for (j = 0; j < M; j++) {
two_d_array[i*M + j] = 0;

Method 1 (Single malloc) and Function Parameters

The base address of an array of int types allocated via a single malloc is a
pointer to an int, so it can be passed to a function with an (int *) parame-
ter. Additionally, the function must be passed row and column dimensions
so that it can correctly compute offsets into the 2D array. For example:

* initialize all elements in a 2D array to O
* arr: the array
* rows: number of rows
* cols: number of columns
*/
void init2D(int *arr, int rows, int cols) {
int i, j;
for (i = 0; 1 < rows; i++) {
for (j = 0; j < cols; j++) {
arr[i*cols + j] = 0;

int main() {
int *array;
array = malloc(sizeof(int) * N * M);
if (array != NULL) {
init2D(array, N, M);

Method 2: The Programmer-Friendly Way

The second method for dynamically allocating a 2D array stores the array

as an array of N 1D arrays (one 1D array per row). It requires N + 1 calls to
malloc: one malloc for the array of row arrays, and one malloc for each of the
N row’s column arrays. As a result, the element locations within a row are
contiguous, but elements are not contiguous across rows of the 2D array. Al-
location and element access are not as efficient as in method 1, and the type
definitions for variables can be a bit more confusing. However, using this
method, a programmer can use double indexing syntax to access individual
elements of the 2D array (the first index is an index into the array of rows,



the second index is an index into the array of column elements within that
row).

Here is an example of allocating a 2D array using method 2 (with the
error detection and handling code removed for readability):

// the 2D array variable is declared to be “int **° (a pointer to an int *)
// a dynamically allocated array of dynamically allocated int arrays

// (a pointer to pointers to ints)

int **two_d_array;

int i;

// allocate an array of N pointers to ints
// malloc returns the address of this array (a pointer to (int *)'s)
two_d_array = malloc(sizeof(int *) * N);

// for each row, malloc space for its column elements and add it to
// the array of arrays
for (i = 0; 1 < N; i++) {
// malloc space for row i's M column elements
two_d_array[i] = malloc(sizeof(int) * M);

}

In this example, note the types of the variables and the sizes passed to
the calls to malloc. To refer to the dynamically allocated 2D array, the pro-
grammer declares a variable (two_d_array) of type int ** that will store the
address of a dynamically allocated array of int * element values. Each ele-

ment in two_d_array stores the address of a dynamically allocated array of int

values (the type of two_d_array[i] is int *).

Figure 2-13 shows what memory might look like after the preceding ex-

ample’s N + 1 calls to malloc.

int **two_d_array; 0 1 N-1
addr in | addr addr
two_d array = malloc (sizeof (int *) * N) ; heap in heap| *** | in heap
for (i=0; i < N; i++) {
two_d_array[i] = malloc (sizeof (int) * M); * * *
J o
main:
two_d_array: | addrin heap
ks z
Stack Heap

Figure 2-13: The arrangement of memory after allocating a 2D array with N + 1 malloc
calls
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Note that when using this method, only the elements allocated as part
of a single call to malloc are contiguous in memory. That is, elements within
each row are contiguous, but elements from different rows (even neighbor-
ing rows) are not.

Once allocated, individual elements of the 2D array can be accessed us-
ing double-indexing notation. The first index specifies an element in the
outer array of int * pointers (which row), and the second index specifies an
element in the inner int array (which column within the row).

int i, j;

for (i = 0; i < N; i++) {
for (j = 0; j < M; j++) {
two_d_array[i][]j] = 0;

To understand how double indexing is evaluated, consider the type and
value of the following parts of the expression:

two_d_array: an array of int pointers, it stores the base address of an
array of (int *) values. Its type is int** (a pointer to
int *).

two_d_array[i]: the ith index into the array of arrays, it stores an
(int *) value that represents the base address of an array of
(int) values. Its type is int*.

two_d_array[i][j]: the jth element pointed to by the ith element of the array
of arrays, it stores an int value (the value in row i, column
j of the 2D array). Its type is int.

Method 2 (An Array of Arrays) and Function Parameters

The array argument’s type is int ** (a pointer to a pointer to an int), and
the function parameter matches its argument’s type. Additionally, row and
column sizes should be passed to the function. Because this is a different
type from method 1, both array types cannot use a common function (they
are not the same C type).



Here’s an example function that takes a method 2 (array of arrays) 2D
array as a parameter:

* initialize a 2D array

* arr: the array

* rows: number of rows

* cols: number of columns

*/

void init2D_Method2(int **arr, int rows, int cols) {
int i,j;

for (i = 0; 1 < rows; i++) {
for (j = 0; j < cols; j++) {
arr[i][j] = o;

}

/*
* main: example of calling init2D_Method2
*/
int main() {
int **two_d array;

// some code to allocate the row array and multiple col arrays
/...

init2D Method2(two_d array, N, M);

Here, the function implementation can use double-indexing syntax. Un-
like statically declared 2D arrays, both the row and column dimensions need
to be passed as parameters: the rows parameter specifies the bounds on the
outermost array (the array of row arrays), and the cols parameter specifies
the bounds on the inner arrays (the array column values for each row).

2.6 Strings and the String Library

In the previous chapter, we introduced “Arrays and Strings” (page 44). In
this chapter, we discuss dynamically allocated C strings and their use with
the C string library. We first give a brief overview of statically declared strings.
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2.6.1 (s Support for Statically Allocated Strings (Arrays of char)

C does not support a separate string type, but a string can be implemented
in C programs using an array of char values that is terminated by a special
null character value '\o'. The terminating null character identifies the end
of the sequence of character values that make up a string. Not every charac-
ter array is a C string, but every C string is an array of char values.

Because strings frequently appear in programs, C provides libraries with
functions for manipulating strings. Programs that use the C string library
need to include string.h. Most string library functions require the program-
mer to allocate space for the array of characters that the functions manipu-
late. When printing out the value of a string, use the %s placeholder.

Here’s an example program that uses strings and some string library
functions:

#include <stdio.h>
#include <string.h> // include the C string library

int main() {
char stri[10];
char str2[10];

stri[o] = 'h';
strif1] = 'i';
stri[2] = '\o'; // explicitly add null terminating character to end

// strcpy copies the bytes from the source parameter (stril) to the
// destination parameter (str2) and null terminates the copy.
strcpy(str2, stri);

str2[1] = 'o';

printf("%s %s\n", stri, str2); // prints: hi ho

return 0;

2.6.2 Dynamically Allocating Strings

Arrays of characters can be dynamically allocated (as discussed in “C’s Pointer
Variables” on page 66 and “Arrays in C” on page 81). When dynamically al-
locating space to store a string, it’s important to remember to allocate space
in the array for the terminating '\o' character at the end of the string.

The following example program demonstrates static and dynamically
allocated strings (note the value passed to malloc):

#include <stdio.h>
#include <stdlib.h>
#include <string.h>
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int main() {
int size;
char str[64]; // statically allocated
char *new_str = NULL; // for dynamically allocated

strcpy(str, "Hello");
size = strlen(str); // returns 5

new_str = malloc(sizeof(char) * (size+1)); // need space for '\o'
if(new_str == NULL) {
printf("Error: malloc failed! exiting.\n");
exit(1);
}
strcpy(new_str, str);
printf("%s %s\n", str, new_str); // prints "Hello Hello"

strcat(str, " There"); // concatenate " There" to the end of str
printf("%s\n", str); // prints "Hello There"

free(new_str); // free malloc'ed space when done
new_str = NULL;

return 0;

m C STRING FUNCTIONS AND DESTINATION MEMORY

Many C string functions (notably strcpy and strcat) store their results by following a
destination string pointer (char *) parameter and writing to the location it points to.
Such functions assume that the destination contains enough memory to store the
result. Thus, as a programmer, you must ensure that sufficient memory is available
at the destination prior to calling these functions.

Failure to allocate enough memory will yield undefined results that range from
program crashes to major security vulnerabilities (see “Real World: Buffer
Overflow” on page 362). For example, the following calls to strcpy and strcat
demonstrate mistakes that novice C programmers often make:

// Attempt to write a 12-byte string into a 5-character array.
char mystr[s5];
strcpy(mystr, "hello world");

// Attempt to write to a string with a NULL destination.
char *mystr = NULL;
strcpy(mystr, "try again");

// Attempt to modify a read-only string literal.
char *mystr = "string literal value";
strcat(mystr, "string literals aren't writable");
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2.6.3 Llibraries for Manipulating C Strings and Characters

C provides several libraries with functions for manipulating strings and char-
acters. The string library (string.h) is particularly useful when writing pro-
grams that use C strings. The stdlib.h and stdio.h libraries also contain func-
tions for string manipulation, and the ctype.h library contains functions for
manipulating individual character values.

When using C string library functions, it’s important to remember that
most do not allocate space for the strings they manipulate, nor do they check
that you pass in valid strings; your program must allocate space for the strings
that the C string library will use. Furthermore, if the library function modi-
fies the passed string, then the caller needs to ensure that the string is cor-
rectly formatted (i.e., that it has a terminating '\o0' character at the end).
Calling string library functions with bad array argument values will often
cause a program to crash. The documentation (e.g., manual pages) for dif-
ferent library functions specifies whether the library function allocates space
or if the caller is responsible for passing in allocated space to the library
function.

NOTE CHAR[] AND CHAR #* PARAMETERS AND CHAR *

Chapter 2

RETURN TYPE

Both statically declared and dynamically allocated arrays of characters can be
passed to a char * parameter because the name of either type of variable
evaluates to the base address of the array in memory. Declaring the parameter as
type char [] will also work for both statically and dynamically allocated argument
values, but char * is more commonly used for specifying the type of string (array of
char) parameters.

If a function returns a string (its return type is a char *), its return value can only be
assigned to a variable whose type is also char *; it cannot be assigned to a
statically allocated array variable. This restriction exists because the name of a
statically declared array variable is not a valid Ivaluve (its base address in memory
cannot be changed; see “Accessing Field Values” on page 57), so it cannot be
assigned a char * return value.

strlen, strepy, strncpy

The string library provides functions for copying strings and finding the
length of a string:

// returns the number of characters in the string
// (not including the null character)
int strlen(char *s);

// copies string src to string dst up until the first '\0' character in src
// (the caller needs to make sure src is initialized correctly and

// dst has enough space to store a copy of the src string)

// returns the address of the dst string

char *strcpy(char *dst, char *src);



// like strcpy but copies up to the first '\0' or size characters

// (this provides some safety to not copy beyond the bounds of the dst
// array if the src string is not well formed or is longer than the

// space available in the dst array); size t is an unsigned integer type
char *strncpy(char *dst, char *src, size t size);

The strcpy function is unsafe to use in situations when the source string
might be longer than the total capacity of the destination string. In this case,
one should use strncpy. The size parameter stops strncpy from copying more
than size characters from the src string into the dst string. When the length
of the src string is greater than or equal to size, strncpy copies the first size
characters from src to dst and does not add a null character to the end of the
dst. As a result, the programmer should explicitly add a null character to the
end of dst after calling strncpy.

Here are some example uses of these functions in a program:

#include <stdio.h>
#include <stdlib.h>
#include <string.h> // include the string library

int main() {
// variable declarations that will be used in examples
int len, i, ret;
char str[32];
char *d_str, *ptr;

strcpy(str, "Hello There");
len = strlen(str); // len is 11

d_str = malloc(sizeof(char) * (len+1));
if (d_str == NULL) {
printf("Error: malloc failed\n");
exit(1);

strncpy(d_str, str, 5);
d_str[5] = '\0'; // explicitly add null terminating character to end

printf("%d:%s\n", strlen(str), str); // prints 11:Hello There
printf("%d:%s\n", strlen(d_str), d str); // prints 5:Hello

return 0;

stremp, strncmp

The string library also provides a function to compare two strings. Compar-
ing string variables using the == operator does not compare the characters in
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the strings—it compares only the base addresses of the two strings. For exam-
ple, the expression

if (d_str == str) { ...

compares the base address of the char array in the heap pointed to by d_str
to the base address of the str char array allocated on the stack.

To compare the values of the strings, a programmer needs to either
write code by hand to compare corresponding element values, or use the
stremp or strnemp functions from the string library:

int strcmp(char *si1, char *s2);

// returns 0 if s1 and s2 are the same strings
// a value < 0 if s1 is less than s2

// a value > 0 if s1 is greater than s2

int strncmp(char *si, char *s2, size t n);
// compare s1 and s2 up to at most n characters

The stremp function compares strings character by character based on
their ASCII representation (see “Notes” on page 189). In other words, it com-
pares the char values in corresponding positions of the two parameter arrays
to produce the result of the string comparison, which occasionally yields un-
intuitive results. For example, the ASCII encoding for the char value 'a’ is
larger than the encoding for the char value 'Z'. Thus, strcmp("aaa", "Zoo") re-
turns a positive value indicating that "aaa" is greater than "Zoo", and a call to
stremp("aaa"”, "zoo") returns a negative value indicating that "aaa" is less than

z0o".
Here are some string comparison examples:

strcpy(str, "alligator");
strcpy(d str, "Zebra");

ret = strcmp(str,d_str);
if (ret == 0) {
printf("%s is equal to %s\n", str, d_str);
} else if (ret < 0) {
printf("%s is less than %s\n", str, d_str);
} else {
printf("%s is greater than %s\n", str, d_str); // true for these strings

ret = strncmp(str, "all", 3); // returns 0: they are equal up to first 3 chars

streat, strstr, strchr

String library functions can concatenate strings (note that it’s up to the caller
to ensure that the destination string has enough space to store the result):



// append chars from src to end of dst
// returns ptr to dst and adds '\0' to end
char *strcat(char *dst, char *src)

// append the first chars from src to end of dst, up to a maximum of size

// returns ptr to dst and adds '\0' to end
char *strncat(char *dst, char *src, size t size);

It also provides functions for finding substrings or character values in

strings:

// locate a substring inside a string

// (const means that the function doesn't modify string)
// returns a pointer to the beginning of substr in string
// returns NULL if substr not in string

char *strstr(const char *string, char *substr);

// locate a character (c) in the passed string (s)
// (const means that the function doesn't modify s)

// returns a pointer to the first occurrence of the char c in string

// or NULL if c is not in the string
char *strchr(const char *s, int c);

Here are some examples using these functions (we omit some error han-

dling for the sake of readability):

char str[32];
char *ptr;

strcpy(str, "Zebra fish");
strcat(str, " stripes"); // str gets "Zebra fish stripes"”
printf("%s\n", str); // prints: Zebra fish stripes

strncat(str, " are black.", 8);
printf("%s\n", str); // prints: Zebra fish stripes are bla

ptr = strstr(str, "trip");
if (ptr != NULL) {
printf("%s\n", ptr); // prints: tripes are bla

ptr = strchr(str, 'e');
if (ptr != NULL) {

printf("%s\n", ptr); // prints: ebra fish stripes are bla

(spaces count)
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Calls to strchr and strstr return the address of the first element in the
parameter array with a matching character value or a matching substring
value, respectively. This element address is the start of an array of char val-
ues terminated by a '\o' character. In other words, ptr points to the begin-
ning of a substring inside another string. When printing the value of ptr as a
string with printf, the character values starting at the index pointed to by ptr
are printed, yielding the results listed in the preceding example.

striok, strtok r

The string library also provides functions that divide a string into tokens.
A token refers to a subsequence of characters in a string separated by any
number of delimiter characters of the programmer’s choosing.

char *strtok(char *str, const char *delim);

// a reentrant version of strtok (reentrant is defined in later chapters):
char *strtok_r(char *str, const char *delim, char **saveptr);

The strtok (or strtok_r) functions find individual tokens within a larger
string. For example, setting strtok’s delimiters to the set of whitespace char-
acters yields words in a string that originally contains an English sentence.
That is, each word in the sentence is a token in the string.

Following is an example program that uses strtok to find individual
words as the tokens in an input string.

/*
Extract whitespace-delimited tokens from a line of input
and print them one per line.

to compile:
gcc -g -Wall strtokexample.c

example run:
Enter a line of text: aaaaa bbbbbbbbb cccecc

*
*
*
*
*
*
*
*
*
*  The input line is:

* aaaaa bbbbbbbbb cccecc
*  Next token is aaaaa

*  Next token is bbbbbbbbb

*  Next token is cccccc

*/

#include <stdlib.h>
#include <stdio.h>
#include <string.h>

int main() {
/* whitespace stores the delim string passed to strtok. The delim



We initialize the delim string to the following set of chars:
" ': space '\t': tab '\f': form feed '\r': carriage return
"\v': vertical tab '\n': new line

(run "man ascii" to list all ASCII characters)

This line shows one way to statically initialize a string variable

cannot be modified, which is fine for the way we are using the

*
*
*
*
*
*
*
*
*
* whitespace string in this program).

*/

string is initialized to the set of characters that delimit tokens

(using this method the string contents are constant, meaning that they

char *whitespace = " \t\f\r\v\n"; /* Note the space char at beginning */

char *token; /* The next token in the line. */
char *line; /* The line of text read in that we will tokenize. */

/* Allocate some space for the user's string on the heap. */
line = malloc(200 * sizeof(char));
if (line == NULL) {

printf("Error: malloc failed\n");

exit(1);

/* Read in a line entered by the user from "standard in". */
printf("Enter a line of text:\n");
line = fgets(line, 200 * sizeof(char), stdin);
if (line == NULL) {
printf("Error: reading input failed, exiting...\n");
exit(1);
}

printf("The input line is:\n%s\n", line);

/* Divide the string into tokens. */
token = strtok(line, whitespace); /* get the first token */
while (token != NULL) {

printf("Next token is %s\n", token);

token = strtok(NULL, whitespace); /* get the next token */

free(line);

return 0;
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sprintf

The C stdio library also provides functions that manipulate C strings. Per-
haps the most useful is the sprintf function, which “prints” into a string
rather than printing output to a terminal:

// like printf(), the format string allows for placeholders like %d, %f, etc.
// pass parameters after the format string to fill them in
int sprintf(char *s, const char *format, ...);

sprintf initializes the contents of a string from values of various types.
Its parameter format resembles those of printf and scanf. Here are some
examples:

char str[64];
float ave = 76.8;
int num = 2;

// initialize str to format string, filling in each placeholder with
// a char representation of its arguments' values

sprintf(str, "%s is %d years old and in grade %d", "Henry", 12, 7);
printf("%s\n", str); // prints: Henry is 12 years old and in grade 7

sprintf(str, "The average grade on exam %d is %g", num, ave);
printf("%s\n", str); // prints: The average grade on exam 2 is 76.8

Functions for Individual Character Values

The standard C library (stdlib.h) contains a set of functions for manipulat-
ing and testing individual char values, including:

#include <stdlib.h> // include stdlib and ctype to use these
#include <ctype.h>

int islower(ch);

int isupper(ch); // these functions return a non-zero value if the
int isalpha(ch); // test is TRUE, otherwise they return o (FALSE)
int isdigit(ch);

int isalnum(ch);

int ispunct(ch);

int isspace(ch);

char tolower(ch); // returns ASCII value of lower-case of argument
char toupper(ch);




Here are some examples of their use:

char str[64];
int len, i;

strcpy(str, "I see 20 ZEBRAS, GOATS, and COWS");

if ( islower(str[2]) ){
printf("%c is lower case\n", str[2]); // prints: s is lower case

len = strlen(str);
for (i = 0; 1 < len; i++) {
if ( isupper(str[i]) ) {
str[i] = tolower(str[i]);
} else if( isdigit(str[i]) ) {
str[i] = 'X';
}
}

printf("%s\n", str); // prints: i see XX zebras, goats, and cows

Functions to Convert Strings to Other Types

stdlib.h also contains functions to convert between strings and other C types.
For example:

#include <stdlib.h>

int atoi(const char *nptr); // convert a string to an integer
double atof(const char *nptr); // convert a string to a float

Here’s an example:

printf("%d %g\n", atoi("1234"), atof("4.56"));

For more information about these and other C library functions (includ-
ing what they do, their parameter format, what they return, and which head-
ers need to be included to use them), see their man pages.®> For example, to
view the strcpy man page, run:

$ man strcpy

2.7 C Structs

In the previous chapter, we introduced C structures in “Structs” on page 52.
In this chapter, we dive deeper into C structs, examine statically and dynami-
cally allocated structs, and combine structs and pointers to create more com-
plex data types and data structures.
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We begin with a quick overview of statically declared structs. See the
previous chapter for more details.

2.7.1 Review of the C struct Type

A struct type represents a heterogeneous collection of data; it’s a mechanism
for treating a set of different types as a single, coherent unit.
There are three steps to defining and using struct types in C programs:

1. Define a struct type that defines the field values and their types.
2. Declare variables of the struct type.

3.  Use dot notation to access individual field values in the variable.

In G, structs are lvalues (they can appear on the left-hand side of an as-
signment statement; see “Accessing Field Values” on page 57). The value of
a struct variable is the contents of its memory (all of the bytes making up its
field values). When calling functions with struct parameters, the value of the
struct argument (a copy of all of the bytes of all of its fields) gets copied to
the struct function parameter.

When programming with structs, and in particular when combining
structs and arrays, it’s critical to carefully consider the type of every expres-
sion. Each field in a struct represents a specific type, and the syntax for ac-
cessing field values and the semantics of passing individual field values to
functions follow those of their specific type.

The following full example program demonstrates defining a struct
type, declaring variables of that type, accessing field values, and passing
structs and individual field values to functions (we omit some error handling
and comments for readability):

#include <stdio.h>
#include <string.h>

/* define a new struct type (outside function bodies) */
struct studentT {

char name[64];

int age;

float gpa;

int  grad yr;
};

/* function prototypes */
int checkID(struct studentT si, int min_age);
void changeName(char *old, char *new);

int main() {
int can_vote;
// declare variables of struct type:
struct studentT student1, student2;



// access field values using .
strcpy(studenti.name, "Ruth");
studenti.age = 17;
studenti.gpa = 3.5;
studenti.grad yr = 2021;

// structs are lvalues

student2 = student1;
strcpy(student2.name, "Frances");
student2.age = studenti.age + 4;

// passing a struct
can_vote = checkID(student1, 18);
printf("%s %d\n", studenti.name, can_vote);

can_vote = checkID(student2, 18);
printf("%s %d\n", student2.name, can_vote);

// passing a struct field value
changeName (student2.name, "Kwame");
printf("student 2's name is now %s\n", student2.name);

return 0;

int checkID(struct studentT s, int min_age) {
int ret = 1;

if (s.age < min_age) {
ret = 0;
// changes age field IN PARAMETER COPY ONLY
s.age = min_age + 1;

}

return ret;

void changeName(char *old, char *new) {
if ((old == NULL) || (new == NULL)) {
return;

}
strcpy(old,new);
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When run, the program produces:

Ruth 0
Frances 1
student 2's name is now Kwame

When working with structs, it’s particularly important to think about
the types of the struct and its fields. For example, when passing a struct to
a function, the parameter gets a copy of the struct’s value (a copy of all the
bytes from the argument). Consequently, changes to the parameter’s field
values do not change the argument’s value. This behavior is illustrated in the
preceding program in the call to checkID, which modifies the parameter’s
age field. The changes in checkID have no effect on the corresponding argu-
ment’s age field value.

When passing a field of a struct to a function, the semantics match the
type of the field (the type of the function’s parameter). For example, in the
call to changeName, the value of the name field (the base address of the name ar-
ray inside the student2 struct) gets copied to the parameter old, meaning that
the parameter refers to the same set of array elements in memory as its argu-
ment. Thus, changing an element of the array in the function also changes
the element’s value in the argument; the semantics of passing the name field
match the type of the name field.

2.7.2 Pointers and Structs

Just like other C types, programmers can declare a variable as a pointer to
a user-defined struct type. The semantics of using a struct pointer variable
resemble those of other pointer types such as int *.

Consider the struct studentT type introduced in the previous program
example:

struct studentT {
char name[64];
int  age;
float gpa;
int  grad yr;
};

A programmer can declare variables of type struct studentT or struct
studentT * (a pointer to a struct studentT):

struct studentT s;
struct studentT *sptr;

// think very carefully about the type of each field when

// accessing it (name is an array of char, age is an int ...)
strcpy(s.name, "Freya");

s.age = 18;

s.gpa = 4.0;



s.grad_yr = 2020;

// malloc space for a struct studentT for sptr to point to:
sptr = malloc(sizeof(struct studentT));
if (sptr == NULL) {

printf("Error: malloc failed\n");

exit(1);

Note that the call to malloc initializes sptr to point to a dynamically allo-
cated struct in heap memory. Using the sizeof operator to compute malloc’s
size request (e.g., sizeof(struct studentT)) ensures that malloc allocates space
for all of the field values in the struct.

To access individual fields in a pointer to a struct, the pointer variable
first needs to be dereferenced. Based on the rules for pointer dereferencing
(see “C’s Pointer Variables” on page 66), you may be tempted to access struct
fields like so:

// the grad yr field of what sptr points to gets 2021:
(*sptr).grad_yr = 2021;

// the age field of what sptr points to gets s.age plus 1:
(*sptr).age = s.age + 1;

However, because pointers to structs are so commonly used, C provides
a special operator (->) that both dereferences a struct pointer and accesses
one of its field values. For example, sptr->year is equivalent to (*sptr).year.
Here are some examples of accessing field values using this notation:

// the gpa field of what sptr points to gets 3.5:
sptr->gpa = 3.5;

// the name field of what sptr points to is a char *
// (can use strcpy to init its value):
strcpy(sptr->name, "Lars");

Figure 2-14 sketches what the variables s and sptr may look like in mem-
ory after the preceding code executes. Recall that malloc allocates memory
from the heap, and local variables are allocated on the stack.
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Figure 2-14: The differences in memory layout between a statically allocated struct (data
on the stack) and a dynamically allocated struct (data on the heap)

2.7.3 Pointer Fields in Structs

Structs can also be defined to have pointer types as field values. Here’s an
example:

struct personT {
char *name; // for a dynamically allocated string field
int age;

b

int main() {
struct personT p1, *p2;

// need to malloc space for the name field:
pl.name = malloc(sizeof(char) * 8);
strcpy(p1.name, "Zhichen");

pl.age = 22;

// first malloc space for the struct:
p2 = malloc(sizeof(struct personT));

// then malloc space for the name field:
p2->name = malloc(sizeof(char) * 4);
strcpy(p2->name, "Vic");

p2->age = 19;

// Note: for strings, we must allocate one extra byte to hold the
// terminating null character that marks the end of the string.
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In memory, these variables will look like Figure 2-15 (note which parts
are allocated on the stack and which are on the heap).

main: p1:[ addr in heap /'Iz|h|i|c|h|e|n|\o|
22
o [odir e 17| 2 NV s o
Stack Heap

Figure 2-15: The layout in memory of a struct with a pointer field

As structs and the types of their fields increase in complexity, be care-
ful with their syntax. To access field values appropriately, start from the
outermost variable type and use its type syntax to access individual parts.
For example, the types of the struct variables shown in Table 2-2 govern how
a programmer should access their fields.

Table 2-2: Struct Field Access Examples

Expression Type Field access syntax
p1 struct personT pl.age, pl.name
p2 struct personT * p2->age, p2->name

Further, knowing the types of field values allows a program to use the
correct syntax in accessing them, as shown by the examples in Table 2-3.

Table 2-3: Accessing Different Struct Field Types

Expression  Type Example access syntax

pl.age int pl.age = 18;

p2->age int * p2->age = 18;

pl.name char *  printf("%s", pil.name);
p2->name char *  printf("%s", p2->name);
p2->name[2] char p2->name[2] = 'a’';

In examining the last example, start by considering the type of the
outermost variable (p2 is a pointer to a struct personT). Therefore, to access
a field value in the struct, the programmer needs to use -> syntax (p2->name).
Next, consider the type of the name field, which is a char *, used in this pro-
gram to point to an array of char values. To access a specific char storage lo-
cation through the name field, use array indexing notation: p2->name[2] = 'a'.

A Deeper Dive into C Programming 109



110

Chapter 2

2.7.4 Arrays of Structs

Arrays, pointers, and structs can be combined to create more complex data
structures. Here are some examples of declaring variables of different types
of arrays of structs:

struct studentT classroomi[40]; // an array of 40 struct studentT

struct studentT *classroom2; // a pointer to a struct studentT
// (for a dynamically allocated array)

struct studentT *classroom3[40]; // an array of 40 struct studentT *
// (each element stores a (struct studentT *)

Again, thinking very carefully about variable and field types is neces-
sary for understanding the syntax and semantics of using these variables in a
program. Here are some examples of the correct syntax for accessing these
variables:

// classrooml is an array:

// use indexing to access a particular element

1/ each element in classrooml stores a struct studentT:
// use dot notation to access fields

classroomi[3].age = 21;

// classroom2 is a pointer to a struct studentT
// call malloc to dynamically allocate an array
// of 15 studentT structs for it to point to:
classroom2 = malloc(sizeof(struct studentT) * 15);

// each element in array pointed to by classroom2 is a studentT struct
// use [] notation to access an element of the array, and dot notation
// to access a particular field value of the struct at that index:
classroom2[3].year = 2013;

// classroom3 is an array of struct studentT *

// use [] notation to access a particular element

1/ call malloc to dynamically allocate a struct for it to point to
classroom3[5] = malloc(sizeof(struct studentT));

// access fields of the struct using -> notation
// set the age field pointed to in element 5 of the classroom3 array to 21
classroom3[5]->age = 21;

A function that takes an array of type struct studentT * as a parameter
might look like this:

void updateAges(struct studentT *classroom, int size) {
int i;



for (i = 0; i < size; i++) {
classroom[i].age += 1;

A program could pass this function either a statically or dynamically
allocated array of struct studentT:

updateAges(classrooml, 40);
updateAges(classroom2, 15);

The semantics of passing classroom1 (or classroom2) to updateAges match
the semantics of passing a statically declared (or dynamically allocated) array
to a function: the parameter refers to the same set of elements as the argu-
ment and thus changes to the array’s values within the function affect the
argument’s elements.

Figure 2-16 shows what the stack might look like for the second call to
the updateAges function (showing the passed classroom2 array with example
field values for the struct in each of its elements).

updateAges: 0 1 2 co0 14
classroom: | addr in heap e T ruth” | "Leor NiIav
ars u eo iJay

nain: . ' / 19 20 18 ... 21
size:| 15 i 3.0 3.8 3.2 ... 3.4

2021 2020 2021 ... 2019

classroom2: | addr in heap

Stack Heap

Figure 2-16: The memory layout of an array of struct studentT passed to a function

As always, the parameter gets a copy of the value of its argument (the
memory address of the array in heap memory). Thus, modifying the array’s
elements in the function will persist to its argument’s values (both the pa-
rameter and the argument refer to the same array in memory).

The updateAges function cannot be passed the classroom3 array because its
type is not the same as the parameter’s type: classroom3 is an array of struct
studentT *, not an array of struct studentT.

2.7.5 Self-Referential Structs

A struct can be defined with fields whose type is a pointer to the same struct
type. These self-referential struct types can be used to build linked imple-
mentations of data structures, such as linked lists, trees, and graphs.

The details of these data types and their linked implementations are
beyond the scope of this book. However, we briefly show one example of
how to define and use a self-referential struct type to create a linked list in C.
Refer to a textbook on data structures and algorithms for more information
about linked lists.
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A linked list is one way to implement a list abstract data type. A list repre-
sents a sequence of elements that are ordered by their position in the list. In
C, a list data structure could be implemented as an array or as a linked list
using a self-referential struct type for storing individual nodes in the list.

To build the latter, a programmer would define a node struct to contain
one list element and a link to the next node in the list. Here’s an example
that could store a linked list of integer values:

struct node {
int data; // used to store a list element's data value
struct node *next; // used to point to the next node in the list

b

Instances of this struct type can be linked together through the next
field to create a linked list.

This example code snippet creates a linked list containing three ele-
ments (the list itself is referred to by the head variable that points to the first
node in the list):

struct node *head, *temp;
int i;

head = NULL; // an empty linked list

head = malloc(sizeof(struct node)); // allocate a node
if (head == NULL) {

printf("Error malloc\n");

exit(1);

}
head->data = 10; // set the data field

head-s>next = NULL; // set next to NULL (there is no next element)

// add 2 more nodes to the head of the list:
for (i =0; i< 2; i++) {
temp = malloc(sizeof(struct node)); // allocate a node
if (temp == NULL) {
printf("Error malloc\n");

exit(1);
}
temp->data = i; // set data field
temp->next = head; // set next to point to current first node
head = temp; // change head to point to newly added node

Note that the temp variable temporarily points to a malloc’ed node that
gets initialized and then added to the beginning of the list by setting its next
field to point to the node currently pointed to by head, and then by changing
the head to point to this new node.

The result of executing this code would look like Figure 2-17 in memory.
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Figure 2-17: The layout in memory of three example linked list nodes

2.8 1/0 in C (Standard and File)

C supports many functions for performing standard 1/0 as well as file I/O.
In this section, we discuss some of the most commonly used interfaces for
I/0in C.

2.8.1 Standard Input/Output

Every running program begins with three default I/O streams: standard
out (stdout), standard in (stdin), and standard error (stderr). A program can
write (print) output to stdout and stderr, and it can read input values from
stdin. stdin is usually defined to read in input from the keyboard, whereas
stdout and stderr output to the terminal.

The C stdio.h library provides the printf function used for printing to
standard out and the scanf function that can be used to read in values from
standard in. C also has functions to read and write one character at a time
(getchar and putchar) as well as other functions and libraries for reading and
writing characters to standard I/0 streams. A C program must explicitly
include stdio.h to call these functions.

You can change the location that a running program’s stdin, stdout and/
or stderr read from or write to. One way to do this is by redirecting one
or all of these to read or write to a file. Here are some example shell com-
mands for redirecting a program’s stdin, stdout, or stderr to a file ($ is the
shell prompt):

# redirect a.out's stdin to read from file infile.txt:
$ ./a.out < infile.txt

# redirect a.out's stdout to print to file outfile.txt:
$ ./a.out > outfile.txt

# redirect a.out's stdout and stderr to a file out.txt
$ ./a.out & outfile.txt

# redirect all three to different files:
# (< redirects stdin, 1> stdout, and 2> stderr):
$ ./a.out < infile.txt 1> outfile.txt 2> errorfile.txt
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printf

C’s printf function resembles formatted print calls in Python, where the
caller specifies a format string to print. The format string often contains
special format specifiers, including special characters that will print tabs

(\t) or newlines (\n), or that specify placeholders for values in the output

(% followed by a type specifier). When adding placeholders in a format string
passed to printf, pass their corresponding values as additional arguments
following the format string. Here are some example calls to printf:

int x =5, y =
= 3.1

float pi

10;
4;

printf("x is %d and y is %d\n", x, y);

printf("%g \t %s \t %d\n", pi, "hello", y);

When run, these printf statements output:

x is 5 and y is 10
3.14 hello 10

Note how the tab characters (\t) get printed in the second call, and the
different formatting placeholders for different types of values (%g, %s, and %d).

Here’s a set of formatting placeholders for common C types. Note that
placeholders for long and long long values include an 1 or 11 prefix.

%f, %g: placeholders for a float or double value

%d: placeholder for a decimal value (char, short, int)
%u placeholder for an unsigned decimal

%e: placeholder for a single character

%s: placeholder for a string value

%p: placeholder to print an address value

%ld: placeholder for a long value

%Llu: placeholder for an unsigned long value
%11d:  placeholder for a long long value

%1lu:  placeholder for an unsigned long long value

Here are some examples of their use:

float labs;
int midterm;

labs = 93.8;
midterm = 87;



printf("Hello %s, here are your grades so far:\n", "Tanya");
printf("\t midterm: %d (out of %d)\n", midterm, 100);
printf("\t lab ave: %f\n", labs);

printf("\t final report: %c\n", 'A");

When run, the output will look like this:

Hello Tanya, here are your grades so far:
midterm: 87 (out of 100)
lab ave: 93.800003
final report: A

C also allows you to specify the field width with format placeholders.
Here are some examples:

%5.3f: print float value in space 5 chars wide, with 3 places beyond decimal
%20s: print the string value in a field of 20 chars wide, right justified
%-20s: print the string value in a field of 20 chars wide, left justified
%8d:  print the int value in a field of 8 chars wide, right justified

%-8d: print the int value in a field of 8 chars wide, left justified

Here’s a larger example that uses field width specifiers with placehold-
ers in the format string:

printf_format.c #include <stdio.h> // library needed for printf

int main() {
float x, y;
char ch;

X = 4.50001;
y = 5.199999;
ch = 'a'; // ch stores ASCII value of 'a' (the value 97)

// .1: print x and y with single precision
printf("%.1f %.1f\n", x, y);

printf("%6.1f \t %6.1f \t %c\n", x, y, ch);

// ch+1 is 98, the ASCII value of 'b'
printf("%6.1f \t %6.1f \t %c\n", x+1, y+1, ch+1);

printf("%6.1f \t %6.1f \t %c\n", x*20, y*20, ch+2);
return 0;
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When run, the program output looks like this:

4.5 5.2
4.5 5.2 a
5.5 6.2 b
90.0 104.0 ¢

Note how the use of tabs and field width in the last three printf state-
ments result in a tabular output.

Finally, C defines placeholders for displaying values in different
representations:

%X: print value in hexadecimal (base 16)

%0: print value in octal (base 8)

%d: print value in signed decimal (base 10)

%u: print value in unsigned decimal (unsigned base 10)
%e: print float or double in scientific notation

(there is no formatting option to display a value in binary)

Here is an example using placeholders to print values in different
representations:

int x;
char ch;

X = 26;
ch = 'A";

printf("x is %d in decimal, %x in hexadecimal and %o in octal\n", x, x, Xx);
printf("ch value is %d which is the ASCII value of %c\n", ch, ch);

When run, the program output looks like this:

x is 26 in decimal, 1a in hexadecimal and 32 in octal
ch value is 65 which is the ASCII value of A

scanf

The scanf function provides one method for reading in values from stdin
(usually from the user entering them via the keyboard) and storing them in
program variables. The scanf function is a bit picky about the exact format
in which the user enters data, which can make it sensitive to badly formed
user input.

The arguments to the scanf function are similar to those of printf: scanf
takes a format string that specifies the number and type of input values to
read in, followed by the locations of program variables into which the val-
ues should be stored. Programs typically combine the address of (&) opera-
tor with a variable name to produce the location of the variable in the pro-
gram’s memory—the memory address of the variable. Here’s an example call
to scanf that reads in two values (an int and a float):



scanf_ex.c int x;
float pi;

// read in an int value followed by a float value ("%d%g")
// store the int value at the memory location of x (&x)

// store the float value at the memory location of pi (8pi)
scanf("%d%g", &x, &pi);

Individual input values must be separated by at least one whitespace
character (e.g., spaces, tabs, newlines). However, scanf skips over leading
and trailing whitespace characters as it finds the start and end of each nu-
meric literal value. As a result, a user could enter the value 8 and 3.14 with
any amount of whitespace before or after the two values (and at least one or
more whitespace characters between), and scanf will always read in 8 and as-
sign it to x and read in 3.14 and assign it to pi. For example, this input with
lots of spaces between the two values will result in reading in 8 and storing it
in x, and 3.14 and storing in pi:

8 3.14

Programmers often write format strings for scanf that only consist of
placeholder specifiers without any other characters between them. For read-
ing in the two numbers in the preceding example, the format string might
look like:

// read in an int and a float separated by at least one white space character
scanf("%d%g",8x, &pi);

getchar and putchar

The C functions getchar and putchar respectively read or write a single char-
acter value from stdin and to stdout. getchar is particularly useful in C pro-
grams that need to support careful error detection and handling of badly
formed user input (scanf is not robust in this way).

ch = getchar(); // read in the next char value from stdin
putchar(ch); // write the value of ch to stdout

2.8.2 File Input/Output

The C standard I/O library (stdio.h) includes a stream interface for file I/O.
A file stores persistent data: data that lives beyond the execution of the pro-
gram that created it. A text file represents a stream of characters, and each
open file tracks its current position in the character stream. When opening
a file, the current position starts at the very first character in the file, and it
moves as a result of every character read (or written) to the file. To read the
10th character in a file, the first nine characters need to first be read (or the
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current position must be explicitly moved to the 10th character using the
fseek function).

C’s file interface views a file as an input or output stream, and library
functions read from or write to the next position in the file stream. The
fprintf and fscanf functions serve as the file I/O counterparts to printf and
scanf. They use a format string to specify what to write or read, and they in-
clude arguments that provide values or storage for the data that gets written
or read. Similarly, the library provides the fputc, fgetc, fputs, and fgets func-
tions for reading and writing individual characters or strings to file streams.
Although there are many libraries that support file I/O in C, we present
only the stdio.h library’s stream interface to text files in detail.

Text files may contain special chars like the stdin and stdout streams:
newlines ('\n"), tabs ('\t"), etc. Additionally, upon reaching the end of a
file’s data, C’s /O library generates a special end-of-file character (EOF) that
represents the end of the file. Functions reading from a file can test for EOF
to determine when they have reached the end of the file stream.

2.8.3 Using Text Files in C

To read or write a file in C, follow these steps.
First, declare a FILE * variable:

FILE *infile;
FILE *outfile;

These declarations create pointer variables to a library-defined FILE type.
These pointers cannot be dereferenced in an application program. Instead,
they refer to a specific file stream when passed to I/O library functions.
Second, open the file: associate the variable with an actual file stream by
calling fopen. When opening a file, the mode parameter determines whether

the program opens it for reading ("r"), writing ("w"), or appending ("a"):

infile = fopen("input.txt", "r"); // relative path name of file, read mode
if (infile == NULL) {

printf("Error: unable to open file %s\n", "input.txt");

exit(1);

// fopen with absolute path name of file, write mode
outfile = fopen("/home/me/output.txt”, "w");
if (outfile == NULL) {
printf("Error: unable to open outfile\n");
exit(1);

The fopen function returns NULL to report errors, which may occur if it’s
given an invalid filename or the user doesn’t have permission to open the
specified file (e.g., not having write permission to the output.txt file).



Third, use 1/O operations to read, write, or move the current position in
the file:

int ch; // EOF is not a char value, but is an int.
// since all char values can be stored in int, use int for ch

ch = getc(infile); // read next char from the infile stream
if (ch != EOF) {
putc(ch, outfile); // write char value to the outfile stream

Finally, close the file: use fclose to close the file when the program no
longer needs it:

fclose(infile);
fclose(outfile);

The stdio library also provides functions to change the current position
in a file:

// to reset current position to beginning of file
void rewind(FILE *f);

rewind(infile);

// to move to a specific location in the file:
fseek(FILE *f, long offset, int whence);

fseek(f, 0, SEEK SET); // seek to the beginning of the file
fseek(f, 3, SEEK_CUR); // seek 3 chars forward from the current position
fseek(f, -3, SEEK_END); // seek 3 chars back from the end of the file

2.8.4 Standard and File 1/0 Functions in stdio.h

The C stdio.h library has many functions for reading and writing to files and
to the standard file-like streams (stdin, stdout, and stderr). These functions
can be classified into character-based, string-based, and formatted I/O func-
tions. Here’s some additional details about a subset of these functions:

/] =mmmmmmee e
// Character Based
/] =mmmmmem e

// returns the next character in the file stream (EOF is an int value)
int fgetc(FILE *f);

// writes the char value c to the file stream f
// returns the char value written

int fputc(int c, FILE *f);
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// pushes the character c back onto the file stream
// at most one char (and not EOF) can be pushed back
int ungetc(int c, FILE *f);

// like fgetc and fputc but for stdin and stdout
int getchar();
int putchar(int c);

/] o—mmmme e
// String Based
I/ =memmmmeeenes

// reads at most n-1 characters into the array s stopping if a newline is
// encountered, newline is included in the array which is '\0' terminated
char *fgets(char *s, int n, FILE *f);

// writes the string s (make sure '\0' terminated) to the file stream f
int fputs(char *s, FILE *f);

/] ===
// Formatted
/] -

// writes the contents of the format string to file stream f

//  (with placeholders filled in with subsequent argument values)
// returns the number of characters printed

int fprintf(FILE *f, char *format, ...);

// like fprintf but to stdout
int printf(char *format, ...);

// use fprintf to print stderr:
fprintf(stderr, "Error return value: %d\n", ret);

// read values specified in the format string from file stream f

//  store the read-in values to program storage locations of types
//  matching the format string

// returns number of input items converted and assigned

//  or EOF on error or if EOF was reached

int fscanf(FILE *f, char *format, ...);

// like fscanf but reads from stdin
int scanf(char *format, ...);

In general, scanf and fscanf are sensitive to badly formed input. How-
ever, for file I/O, often programmers can assume that an input file is well
formatted, so fscanf may be robust enough in such cases. With scanf, badly
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formed user input will often cause a program to crash. Reading in one char-
acter at a time and including code to test values before converting them to
different types is more robust, but it requires the programmer to implement
more complex I/O functionality.

The format string for fscanf can include the following syntax specifying
different types of values and ways of reading from the file stream:

%d integer

%f float

%Lf double

%c character

%s string, up to first white space

3

[...] string, up to first character not in brackets
%[0123456789] would read in digits

[*...] string, up to first character in brackets
%[~\n] would read everything up to a newline

3

It can be tricky to get the fscanf format string correct, particularly when
reading a mix of numeric and string or character types from a file.

Here are a few example calls to fscanf (and one to fprintf) with different
format strings (let’s assume that the fopen calls from the previous example
have executed successfully):

int x;
double d;
char c, array[MAX];

// write int & char values to file separated by colon with newline at the end
fprintf(outfile, "%d:%c\n", x, c);

// read an int & char from file where int and char are separated by a comma
fscanf(infile, "%d,%c", &x, &c);

// read a string from a file into array (stops reading at whitespace char)
fscanf(infile,"%s", array);

// read a double and a string up to 24 chars from infile
fscanf(infile, "%1f %24s", &d, array);

// read in a string consisting of only char values in the specified set (0-5)
// stops reading when...

// 20 chars have been read OR

//  a character not in the set is reached OR

//  the file stream reaches end-of-file (EOF)

fscanf(infile, "%20[012345]", array);

// read in a string; stop when reaching a punctuation mark from the set
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fscanf(infile, "%[*.,:!;]", array);

// read in two integer values: store first in long, second in int
// then read in a char value following the int value
fscanf(infile, "%1d %d%c", &x, &b, &c);

In the final example in the preceding code, the format string explicitly
reads in a character value after a number to ensure that the file stream’s
current position gets properly advanced for any subsequent calls to fscanf.
For example, this pattern is often used to explicitly read in (and discard) a
whitespace character (like \n), to ensure that the next call to fscanf begins
from the next line in the file. Reading an additional character is necessary if
the next call to fscanf attempts to read in a character value. Otherwise, hav-
ing not consumed the newline, the next call to fscanf will read the newline
rather than the intended character. If the next call reads in a numeric type
value, then leading whitespace chars are automatically discarded by fscanf
and the programmer does not need to explicitly read the \n character from
the file stream.

2.9 Some Advanced C Features

Chapter 2

Almost all of the C programming language has been presented in previous
sections. In this section, we cover a few remaining advanced C language fea-
tures and some advanced C programming and compiling topics:

* the C switch statement (page 122)

* command line arguments (page 125)

* the void * type and type recasting (page 126)

*  pointer arithmetic (page 128)

* Clibraries: using, compiling, and linking (page 133)

*  writing and using your own C libraries (and dividing your program
into multiple modules (.c and .h files); page 139)

* compiling C source to assembly code (page 145).

2.9.1 switch Statements

The C switch statement can be used in place of some, but not all, chaining
if-else if code sequences. While switch doesn’t provide any additional ex-
pressive power to the C programming language, it often yields more con-
cise code branching sequences. It may also allow the compiler to produce
branching code that executes more efficiently than equivalent chaining if-
else if code.

The C syntax for a switch statement looks like:



switch (<expressions) {

case <literal value 1>:

<statements>;

break; // breaks out of switch statement body
case <literal value 2>:

<statements>;

break; // breaks out of switch statement body
default: // default label is optional

<statements>;

A switch statement is executed as follows:

1. The <expression> evaluates first.

2. Next, the switch searches for a case literal value that matches the
value of the expression.

3. Upon finding a matching case literal, it begins executing the <statements>
that immediately follow it.

4. If no matching case is found, it will begin executing the <statements>
in the default label if one is present.

5. Otherwise, no statements in the body of the switch statement get
executed.

A few rules about switch statements:

¢ The value associated with each case must be a literal value—it cannot
be an expression. The original expression gets matched for equality
only with the literal values associated with each case.

* Reaching a break statement stops the execution of all remaining
statements inside the body of the switch statement. That is, break
breaks out of the body of the switch statement and continues execu-
tion with the next statement after the entire switch block.

*  The case statement with a matching value marks the starting point
into the sequence of C statements that will be executed—execution
jumps to a location inside the switch body to start executing code.
Thus, if there is no break statement at the end of a particular case,
then the statements under the subsequent case statements execute
in order until either a break statement is executed or the end of the
body of the switch statement is reached.

*  The default label is optional. If present, it must be at the end.
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Here’s an example program with a switch statement:

#include <stdio.h>

int main() {
int num, new_num = 0;

printf("enter a number between 6 and 9: ");
scanf("%d", &num);

switch(num) {

case 6:
new_num = num + 1;
break;
case 7:
new_num = num;
break;
case 8:
new_num = num - 1;
break;
case 9:
new_num = num + 2;
break;
default:
printf("Hey, %d is not between 6 and 9\n", num);
}
printf("num %d new_num %d\n", num, new_num);
return 0;
}
Here are some example runs of this code:
./a.out

enter a number between 6 and 9: 9
num 9 new_num 11

./a.out
enter a number between 6 and 9: 6
num 6 new_num 7

./a.out

enter a number between 6 and 9: 12
Hey, 12 is not between 6 and 9

num 12 new_num O
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2.9.2 Command Line Arguments

A program can be made more general purpose by reading command line
arguments, which are included as part of the command entered by the user
to run a binary executable program. They specify input values or options
that change the runtime behavior of the program. In other words, running
the program with different command line argument values results in a pro-
gram’s behavior changing from run to run without having to modify the pro-
gram code and recompile it. For example, if a program takes the name of
an input filename as a command line argument, a user can run it with any
input filename as opposed to a program that refers to a specific input file-
name in the code.

Any command line arguments the user provides get passed to the main
function as parameter values. To write a program that takes command line
arguments, the main function’s definition must include two parameters, argc
and argv:

int main(int argc, char *argv[]) { ...

Note that the type of the second parameter could also be represented as char
**argv.

The first parameter, argc, stores the argument count. Its value repre-
sents the number of command line arguments passed to the main function
(including the name of the program). For example, if the user enters

./a.out 10 11 200

then argc will hold the value 4 (a.out counts as the first command line argu-
ment, and 10, 11, and 200 as the other three).

The second parameter, argv, stores the argument vector. It contains the
value of each command line argument. Each command line argument gets
passed in as a string value, thus argv’s type is an array of strings (or an array
of char arrays). The argv array contains argc + 1 elements. The first argc ele-
ments store the command line argument strings, and the last element stores
NULL, signifying the end of the command line argument list. For example,
in the command line entered in the previous example, the argv array would
look like Figure 2-18.
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argv[o]: — "a.out"

argv[1]: — "10"
argv[2]: — 11"
argv[3]: — "200"

argv[4]: NULL 4'

Figure 2-18: The argv parameter passed to main is an array of strings. Each command line
argument is passed as a separate string element in the array. The value of the last element
is NuLL, signifying the end of the list of command line arguments.

The strings in an argv array are immutable, meaning that they are stored
in read-only memory. As a result, if a program wants to modify the value
of one of its command line arguments, it needs to make a local copy of the
command line argument and modify the copy.

Often, a program wants to interpret a command line argument passed
to main as a type other than a string. In the previous example, the program
may want to extract the integer value 10 from the string value "10" of its first
command line argument. C’s standard library provides functions for con-
verting strings to other types. For example, the atoi (“a to i,” for “ASCII to
integer”) function converts a string of digit characters to its corresponding
integer value:

int x;
x = atoi(argv[1]); // x gets the int value 10

See “Functions to Convert Strings to Other Types” on page 103 for
more information about these functions, and the commandlineargs.c program
for another example of C command line arguments.

4

2.9.3 The void * Type and Type Recasting

The C type void * represents a generic pointer—a pointer to any type, or a
pointer to an unspecified type. C allows for a generic pointer type because
memory addresses on a system are always stored in the same number of
bytes (e.g., addresses are four bytes on 32-bit systems and eight bytes on 64-
bit systems). As a result, every pointer variable requires the same number of
storage bytes, and because they’re all the same size, the compiler can allo-
cate space for a void * variable without knowing the type it points to. Here’s
an example:



void *gen ptr;
int x;
char ch;

gen_ptr = &x; // gen_ptr can be assigned the address of an int
gen_ptr = &ch; // or the address of a char (or the address of any type)

Typically, programmers do not declare variables of type void * as in the
preceding example. Instead, it’s commonly used to specify generic return
types from functions or generic parameters to functions. The void * type is
often used as a return type by functions that return newly allocated memory
that can be used to store any type (e.g., malloc). It’s also used as a function
parameter for functions that can take any type of value. In this case, individ-
ual calls to the function pass in a pointer to some specific type, which can be
passed to the function’s void * parameter because it can store the address of
any type.

Because void * is a generic pointer type, it cannot be directly derefer-
enced—the compiler does not know the size of memory that the address
points to. For example, the address could refer to an int storage location
of four bytes or it could refer to a char storage location in memory of one
byte. Therefore, the programmer must explicitly recast the void * pointer to
a pointer of a specific type before dereferencing it. Recasting tells the com-
piler the specific type of pointer variable, allowing the compiler to generate
the correct memory access code for pointer dereferences.

Here are two examples of void * use. First, a call to malloc recasts its void
* return type to the specific pointer type of the variable used to store its re-
turned heap memory address:

int *array;
char *str;

array = (int *)malloc(sizeof(int) * 10); // recast void * return value
str = (char *)malloc(sizeof(char) * 20);

*array = 10;

str[o] = 'a';

Second, students often encounter the void * when creating threads (see
“Hello Threading! Writing Your First Multithreaded Program” on page 677).
Using a void * parameter type in a thread function allows the thread to take
any type of application-specific pointer. The pthread_create function has a
parameter for the thread main function and a void * parameter for the argu-
ment value that it passes to the thread main function that the newly created
thread will execute. The use of the void * parameter makes pthread_create a
generic thread creation function; it can be used to point to any type of mem-
ory location. For a specific program that calls pthread_create, the program-
mer knows the type of the argument passed to the void * parameter, so the
programmer must recast it to its known type before dereferencing it. In this
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example, suppose that the address passed to the args parameter contains the
address of an integer variable:

/*
* an application-specific pthread main function
* must have this function prototype: int func_name(void *args)
*
* any given implementation knows what type is really passed in
* args: pointer to an int value
*/
int my_thr_main(void *args) {
int num;

// first recast args to an int *, then dereference to get int value
num = *((int *)args); // num gets 6

int main() {
int ret, x;
pthread_t tid;

X = 6;
// pass the address of int variable (x) to pthread create's void * param
// (we recast &x as a (void *) to match the type of pthread create's param)
ret = pthread_create(&tid, NULL,

my_thr_main, // a thread main function

(void *)(&x)); // &x will be passed to my thr main
/] ...

2.9.4 Pointer Arithmetic

If a pointer variable points to an array, a program can perform arithmetic on
the pointer to access any of the array’s elements. In most cases, we recom-
mend against using pointer arithmetic to access array elements: it’s easy to
make errors and more difficult to debug when you do. However, occasion-
ally it may be convenient to successively increment a pointer to iterate over
an array of elements.

When incremented, a pointer points to the next storage location of the
type it points to. For example, incrementing an integer pointer (int *) makes
it point to the next int storage address (the address four bytes beyond its
current value), and incrementing a character pointer makes it point to the
next char storage address (the address one byte beyond its current value).

In the following example program, we demonstrate how to use pointer
arithmetic to manipulate an array. First declare pointer variables whose type
matches the array’s element type:



pointerarith.c

pointerarith.c

pointerarith.c

#define N 10
#define M 20

int main() {
// array declarations:
char letters[N];
int numbers[N], i, j;
int matrix[N][M];

// declare pointer variables that will access int or char array elements
// using pointer arithmetic (the pointer type must match array element type)
char *cptr = NULL;
int *iptr = NULL;

Next, initialize the pointer variables to the base address of the arrays
over which they will iterate:

// make the pointer point to the first element in the array
cptr = &(letters[o]); // &(letters[o]) is the address of element 0
iptr = numbers; // the address of element 0 (numbers is &(numbers[o0]))

Then, using pointer dereferencing, our program can access the array’s
elements. Here, we're dereferencing to assign a value to an array element
and then incrementing the pointer variable by one to advance it to point to
the next element:

// initialized letters and numbers arrays through pointer variables

for (i = 0; 1< N; i++) {
// dereference each pointer and update the element it currently points to
*cptr = 'a' + i;
*¥iptr = 1 * 3;

// use pointer arithmetic to set each pointer to point to the next element
cptr++; // cptr points to the next char address (next element of letters)
iptr++; // iptr points to the next int address (next element of numbers)

Note that in this example, the pointer values are incremented inside the
loop. Thus, incrementing their value makes them point to the next element
in the array. This pattern effectively walks through each element of an ar-
ray in the same way that accessing cptr[i] or iptr[i] at each iteration would.
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UNDERLYING ARITHMETIC FUNCTION

The semantics of pointer arithmetic are type independent: changing any type of
pointer’s value by N (ptr = ptr + N) makes the pointer point N storage locations
beyond its current value (or makes it point fo N elements beyond the current element
it points to). As a result, incrementing a pointer of any type makes it point to the
very next memory location of the type it points to.

However, the actual arithmetic function that the compiler generates for a pointer
arithmetic expression varies depending on the type of the pointer variable
(depending on the number of bytes the system uses to store the type to which it
points). For example, incrementing a char pointer will increase its value by one
because the very next valid char address is one byte from the current location.
Incrementing an int pointer will increase its value by four because the next valid
integer address is four bytes from the current location.

A programmer can simply write ptr++ to make a pointer point fo the next element
value. The compiler generates code to add the appropriate number of bytes for the
corresponding type it points to. The addition effectively sets its value to the next
valid address in memory of that type.

You can see how the previous code modified array elements by print-
ing out their values (we show this first using array indexing and then using
pointer arithmetic to access each array element’s value):

printf("\n array values using indexing to access: \n");
// see what the code above did:
for (i =0; i< N; i++) {
printf("letters[%d] = %c, numbers[%d] = %d\n",
i, letters[i], i, numbers[i]);

// we could also use pointer arith to print these out:
printf("\n array values using pointer arith to access: \n");
// first: initialize pointers to base address of arrays:
cptr = letters; // letters == &letters[o]
iptr = numbers;
for (i = 0; 1< N; i++) {

// dereference pointers to access array element values

printf("letters[%d] = %c, numbers[%d] = %d\n",

i, *cptr, i, *iptr);

// increment pointers to point to the next element
cptr++;
iptr++;

Here’s what the output looks like:

array values using indexing to access:
letters[0] = a, numbers[0] = O
letters[1] = b, numbers[1] = 3



letters[2] = c, numbers[2] =

letters[3] = d, numbers[3] =

letters[4] = e, numbers[4] = 12
letters[5] = f, numbers[5] = 15
letters[6] = g, numbers[6] = 18
letters[7] = h, numbers[7] = 21
letters[8] = i, numbers[8] = 24
letters[9] = j, numbers[9] = 27

array values using pointer arith to access:
letters[0] = a, numbers[0] = 0

letters[1] = b, numbers[1] = 3
letters[2] = c, numbers[2] =6
letters[3] = d, numbers[3] = 9
letters[4] = e, numbers[4] = 12
letters[5] = f, numbers[5] = 15
letters[6] = g, numbers[6] = 18
letters[7] = h, numbers[7] = 21
letters[8] = i, numbers[8] = 24
letters[9] = j, numbers[9] = 27

Pointer arithmetic can be used to iterate over any contiguous chunk of
memory. Here’s an example using pointer arithmetic to initialize a statically
declared 2D array:

// sets matrix to:
// row 0: 0, 1, 2, ..., 99
// row 1: 100, 110, 120, ..., 199
// vee
iptr = &(matrix[o][0]);
for (i = 0; 1 < N*M; i++) {

*iptr = i;

iptr++;

// see what the code above did:
printf("\n 2D array values inited using pointer arith: \n");
for (i =0; i< N; i++) {
for (j =05 j < M; j++) {
printf("%3d ", matrix[i][j]);

}
printf("\n");
}
return 0;
}
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The output will look like:

2D array values initialized using pointer arith:

0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19
20 21 22 23 24 25 26 27 28 29 30 31 32 33 34 35 36 37 38 39
40 41 42 43 44 45 46 47 48 49 50 51 52 53 54 55 56 57 58 59
60 61 62 63 64 65 66 67 68 69 70 71 72 73 74 75 76 77 78 79
80 81 82 83 84 85 8 87 8 89 90 91 92 93 94 95 96 97 98 99

100 101 102 103 104 105 106 107 108 109 110 111 112 113 114 115 116 117 118 119
120 121 122 123 124 125 126 127 128 129 130 131 132 133 134 135 136 137 138 139
140 141 142 143 144 145 146 147 148 149 150 151 152 153 154 155 156 157 158 159
160 161 162 163 164 165 166 167 168 169 170 171 172 173 174 175 176 177 178 179
180 181 182 183 184 185 186 187 188 189 190 191 192 193 194 195 196 197 198 199

Pointer arithmetic can access contiguous memory locations in any pat-
tern, starting and ending anywhere in a contiguous chunk of memory. For
example, after initializing a pointer to the address of an array element, its
value can be changed by more than one. For example:

iptr = &numbers[2];
*iptr = -13;

iptr += 4;

*iptr = 9999;

After executing the preceding code, printing the numbers array’s val-
ues would look like this (note that the values at index 2 and index 6 have
changed):

numbers[0] = 0

numbers[1] = 3
numbers[2] = -13
numbers[3] = 9
numbers[4] = 12
numbers[5] = 15
numbers[6] = 9999
numbers[7] = 21
numbers[8] = 24
numbers[9] = 27

Pointer arithmetic works on dynamically allocated arrays, too. However,
programmers must be careful working with dynamically allocated multi-
dimensional arrays. If, for example, a program uses multiple malloc calls
to dynamically allocate individual rows of a 2D array (see “Method 2: The
Programmer-Friendly Way” on page 90), then the pointer must be reset
to point to the address of the starting element of every row. Resetting the
pointer is necessary because only elements within a row are located in con-
tiguous memory addresses. On the other hand, if the 2D array is allocated as
a single malloc of total rows times columns space (see “Method 1: Memory-
Efficient Allocation” on page 88), then all the rows are in contiguous mem-



ory (like in the statically declared 2D array from the previous example). In
the latter case, the pointer only needs to be initialized to point to the base
address, and then pointer arithmetic will correctly access any element in the
2D array.

2.9.5 Clibraries: Using, Compiling, and Linking

A library implements a collection of functions and definitions that can be
used by other programs. A C library consists of two parts:

*  The application programming interface (API) to the library, which gets
defined in one or more header files (.h files) that must be included
in C source code files that plan to use the library. The headers de-
fine what the library exports to its users. These definitions usually
include library function prototypes, and they may also include type,
constant, or global variable declarations.

*  The implementation of the library’s functionality, often made avail-
able to programs in a precompiled binary format that gets linked
(added) into the binary executable created by gcc. Precompiled li-
brary code might be in an archive file (1ibsomelib.a) containing sev-
eral .o files that can be statically linked into the executable file at
compile time. Alternatively, it may consist of a shared object file
(libsomelib.so) that can be dynamically linked at runtime into a run-
ning program.

For example, the C string library implements a set of functions to ma-
nipulate C strings. The string.h header file defines its interface, so any pro-
gram that wants to use string library functions must #include <string.h>. The
implementation of the C string library is part of the larger standard C li-
brary (1libc) that the gcc compiler automatically links into every executable
file it creates.

A library’s implementation consists of one or more modules (.c files),
and may additionally include header files that are internal to the library im-
plementation; internal header files are not part of the library’s API but are
part of well-designed, modular library code. Often the C source code im-
plementation of a library is not exported to the user of the library. Instead,
the library is made available in a precompiled binary form. These binary for-
mats are not executable programs (they cannot be run on their own), but
they provide executable code that can be linked into (added into) an exe-
cutable file by gcc at compilation time.

There are numerous libraries available for C programmers to use. For
example, the POSIX thread library (discussed in Chapter 10) enables multi-
threaded C programs. C programmers can also implement and use their
own libraries (see “Writing and Using Your Own C Libraries” on page 139).
Large C programs tend to use many C libraries, some of which gcc links im-
plicitly, whereas others require explicit linking with the -1 command line
option to gcc.
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Standard C libraries normally do not need to be explicitly linked in
with the -1 option, but other libraries do. The documentation for a library
function often specifies whether the library needs to be explicitly linked in
when compiling. For example, the POSIX threads library (pthread) and the
readline library require explicit linking on the gcc command line:

$ gcc -o myprog myprog.c -lpthread -lreadline

Note that the full name of the library file should not be included in the
-1 argument to gcc; the library files are named something like libpthread.so
or libreadline.a, but the 1ib prefix and .so or .a suffix of the filenames are
not included. The actual library filename may also contain version numbers
(e.g., libreadline.so.8.0), which are also not included in the -1 command
line option (-1readline). By not forcing the user to specify (or even know)
the exact name and location of the library files to link in, gcc is free to find
the most recent version of a library in a user’s library path. It also allows the
compiler to choose to dynamically link when both a shared object (.so) and
an archive (.a) version of a library are available. If users want to statically link
libraries, then they can explicitly specify static linking in the gcc command
line. The --static option provides one method for requesting static linking:

$ gcc -o myprog myprog.c --static -lpthread -lreadline

Compilation Steps

Characterizing C’s program compilation steps will help to illustrate how li-
brary code gets linked into an executable binary file. We first present the
compilation steps and then discuss (with examples) different types of errors
that can occur when compiling programs that use libraries.

The C compiler translates a C source file (e.g., myprog.c) into an exe-
cutable binary file (e.g., a.out) in four distinct steps (plus a fifth step that
occurs at runtime).

The precompiler step runs first and expands preprocessor directives: the #
directives that appear in the C program, such as #define and #include. Com-
pilation errors at this step include syntax errors in preprocessor directives
or gcc not finding header files associated with #include directives. To view
the intermediate results of the precompiler step, pass the -E flag to gcc (the
output can be redirected to a file that can be viewed by a text editor):

$ gcc -E myprog.c
$ gcc -E myprog.c > out
$ vim out

The compile step runs next and does the bulk of the compilation task. It
translates the C program source code (myprog.c) to machine-specific assem-
bly code (myprog.s). Assembly code is a human-readable form of the binary
machine code instructions that a computer can execute. Compilation errors
at this step include C language syntax errors, undefined symbol warnings,
and errors from missing definitions and function prototypes. To view the



intermediate results of the compile step, pass the -S flag to gcc (this option
creates a text file named myprog.s with the assembly translation of myprog.c,
which can be viewed in a text editor):

$ gcc -S myprog.c
$ vim myprog.s

The assembly step converts the assembly code into relocatable binary
object code (myprog.o). The resulting object file contains machine code in-
structions, but it is not a complete executable program that can run on its
own. The gcc compiler on Unix and Linux systems produces binary files in
a specific format called ELF (Executable and Linkable Format).® To stop
compilation after this step, pass the -c flag to gcc (this produces a file named
myprog.o). Binary files (e.g., a.out and .o files) can be viewed using objdump or
similar tools for displaying binary files:

$ gcc -c myprog.c

# disassemble functions in myprog.o with objdump:
$ objdump -d myprog.o

The link editing step runs last and creates a single executable file (a.out)
from relocatable binaries (.0) and libraries (.a or .so). In this step, the linker
verifies that any references to names (symbols) in a .o file are present in
other .o, .a, or .so files. For example, the linker will find the printf function
in the standard C library (1libc.so). If the linker cannot find the definition
of a symbol, this step fails with an error stating that a symbol is undefined.
Running gcc without flags for partial compilation performs all four steps of
compiling a C source code file (myprog.c) to an executable binary file (a.out)
that can be run:

$ gcc myprog.c
$ ./a.out

# disassemble functions in a.out with objdump:
$ objdump -d a.out

If the binary executable file (a.out) statically links in library code (from
.a library files), then gcc embeds copies of library functions from the .a file
in the resulting a.out file. All calls to library functions by the application
are bound to the locations in the a.out file to which the library function is
copied. Binding associates a name with a location in the program memory.
For example, binding a call to a library function named gofish means replac-
ing the use of the function name with the address in memory of the func-
tion (in later chapters we discuss memory addresses in more detail—see, for
example, “Memory Addresses” on page 642).

If, however, the a.out was created by dynamically linking a library (from
library shared object, .so, files), then a.out does not contain a copy of the
library function code from these libraries. Instead, it contains information
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about which dynamically linked libraries are needed by the a.out file to run
it. Such executables require an additional linking step at runtime.

The runtime linking step is needed if a.out was linked with shared object
files during link editing. In such cases, the dynamic library code (in .so files)
must be loaded at runtime and linked with the running program. This run-
time loading and linking of shared object libraries is called dynamic linking.
When a user runs an a.out executable with shared object dependencies, the
system performs dynamic linking before the program begins executing its
main function.

The compiler adds information about shared object dependencies into
the a.out file during the link editing compilation step. When the program
starts executing, the dynamic linker examines the list of shared object de-
pendencies and finds and loads the shared object files into the running
program. It then updates relocation table entries in the a.out file, binding
the program’s use of symbols in shared objects (such as calls to library func-
tions) to their locations in the .so file loaded at runtime. Runtime linking
reports errors if the dynamic linker cannot find a shared object (.so) file
needed by the executable.

The 1dd utility lists an executable file’s shared object dependencies:

$ 1dd a.out

The GNU debugger (GDB) can examine a running program and show
which shared object code is loaded and linked at runtime. We cover GDB in
Chapter 3. However, the details of examining the Procedure Lookup Table
(PLT), which is used for runtime linking of calls to dynamically linked library
functions, is beyond the scope of this textbook.

More details about the phases of compilation and about tools for exam-
ining different phases can be found online.®

Common Compilation Errors Related to Compiling and Linking Libraries

Several compilation and linking errors can occur due to the programmer

forgetting to include library header files or forgetting to explicitly link in li-

brary code. Identifying the gcc compiler error or warning associated with

each of these errors will help in debugging errors related to using C libraries.
Consider this next C program that makes a call to a function libraryfunc

from the examplelib library (available as a shared object file, 1ibmylib.so):

#include <stdio.h>
#include <examplelib.h>

int main(int argc, char *argv[]) {
int result;
result = libraryfunc(6, MAX);
printf("result is %d\n", result);
return 0;




Assume that the header file, examplelib.h, contains the definitions in the
following example:

#define MAX 10 // a constant exported by the library

// a function exported by the library
extern int libraryfunc(int x, int y);

The extern prefix to the function prototype means that the function’s
definition comes from another file—it’s not in the examplelib.h file, but in-
stead it’s provided by one of the .c files in the library’s implementation.

Forgetting to include a header file. If the programmer forgets to include
examplelib.h in their program, then the compiler produces warnings and er-
rors about the program’s use of library functions and constants that it does
not know about. For example, if the user compiles their program without
#include <examplelib.h>, gcc will produce the following output:

# '-g': add debug information, -c: compile to '.o
$ gcc -g -c myprog.c

myprog.c: In function main:
myprog.c:8:12: warning: implicit declaration of function libraryfunc
result = libraryfunc(6, MAX);

myprog.c:8:27: error: MAX undeclared (first use in this function)
result = libraryfunc(6, MAX);

Armons

The first compiler warning (implicit declaration of function libraryfunc)
tells the programmer that the compiler cannot find a function prototype
for the libraryfunc function. This is just a compiler warning because gcc will
guess that the function’s return type is an integer and will continue compil-
ing the program. However, programmers should not ignore such warnings!
They indicate that the program isn’t including a function prototype before
its use in the myprog.c file, which is often due to not including a header file
that contains the function prototype.

The second compiler error (MAX undeclared (first use in this function))
follows from a missing constant definition. The compiler cannot guess at the
value of the missing constant, so this missing definition fails with an error.
This type of “undeclared” message often indicates that a header file defining
a constant or global variable is missing or hasn’t been properly included.

Forgetting to link a library. If the programmer includes the library header
file (as shown in the previous listing), but forgets to explicitly link in the li-
brary during the link editing step of compilation, then gcc indicates this with
an “undefined reference” error:
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$ gcc -g myprog.c

In function main:
myprog.c:9: undefined reference to libraryfunc
collect2: error: 1d returned 1 exit status

This error originates from 1d, the linker component of the compiler.
It indicates that the linker cannot find the implementation of the library
function libraryfunc that gets called at line 9 in myprog.c. An “undefined ref-
erence” error indicates that a library needs to be explicitly linked into the
executable. In this example, specifying -lexamplelib on the gcc command line
will fix the error:

$ gcc -g myprog.c -lexamplelib

gcc can’t find header or library files. Compilation will also fail with er-
rors if a library’s header or implementation files are not present in the di-
rectories that gcc searches by default. For example, if gcc cannot find the

examplelib.h file, it will produce an error message like this:

$ gcc -c myprog.c -lexamplelib
myprog.c:1:10: fatal error: examplelib.h: No such file or directory
#include <examplelib.h>

compilation terminated.

If the linker cannot find a .a or .so version of the library to link in dur-
ing the link editing step of compilation, gcc will exit with an error like the
following:

$ gcc -c myprog.c -lexamplelib
/usr/bin/1ld: cannot find -lexamplelib
collect2: error: 1ld returned 1 exit status

Similarly, if a dynamically linked executable cannot locate a shared ob-
ject file (e.g., libexamplelib.so), it will fail to execute at runtime with an error
like the following:

$ ./a.out
./a.out: error while loading shared libraries:
libexamplelib.so: cannot open shared object file: No such file or directory

To resolve these types of errors, programmers must specify additional
options to gcc to indicate where the library’s files can be found. They may
also need to modify the LD_LIBRARY_PATH environment variable for the run-
time linker to find a library’s .so file.



Library and Include Paths

The compiler automatically searches in standard directory locations for
header and library files. For example, systems commonly store standard
header files in /usr/include, and library files in /usr/1ib, and gcc automati-
cally looks for headers and libraries in these directories; gcc also automati-
cally searches for header files in the current working directory.

If gcc cannot find a header or a library file, then the user must explicitly
provide paths on the command line using -I and -L. For example, suppose
that a library named libexamplelib.so exists in /home/me/1ib, and its header file
examplelib.h is in /home/me/include. Because gcc knows nothing of those paths
by default, it must be explicitly told to include files there to successfully com-
pile a program that uses this library:

$ gcc  -I/home/me/include -o myprog myprog.c -L/home/me/lib -lexamplelib

To specify the location of a dynamic library (e.g., libexamplelib.so) when
launching a dynamically linked executable, set the LD_LIBRARY_PATH environ-
ment variable to include the path to the library. Here’s an example bash
command that can be run at a shell prompt or added to a .bashzc file:

export LD_LIBRARY_PATH=/home/me/1lib:$LD_LIBRARY_PATH

When the gcc command lines get long, or when an executable requires
many source and header files, it helps to simplify compilation by using make
and a Makefile.’

2.9.6 Writing and Using Your Own C Libraries

Programmers typically divide large C programs into separate modules (i.e.,
separate .c files) of related functionality. Definitions shared by more than
one module are put in header files (.h files) that are included by the mod-
ules that need them. Similarly, C library code is also implemented in one or
more modules (.c files) and one or more header files (.h files). C program-
mers often implement their own C libraries of commonly used functionality.
By writing a library, a programmer implements the functionality once, in
the library, and then can use this functionality in any subsequent C program
that they write.

In “C Libraries: Using, Compiling, and Linking” on page 133, we de-
scribe how to use, compile, and link C library code into C programs. In this
section, we discuss how to write and use your own libraries in C. What we
present here also applies to structuring and compiling larger C programs
composed of multiple C source and header files.

To create a library in C:

1. Define an interface to the library in a header (.h) file. This header
file must be included by any program that wants to use the library.

2. Create an implementation of the library in one or more .c files.
This set of function definitions implement the library’s function-
ality. Some functions may be interface functions that users of the
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library will call, and others may be internal functions that cannot
be called by users of the library (internal functions are part of good
modular design of the library’s implementation).

3. Compile a binary form of the library that can be linked into pro-
grams that use the library.

The binary form of a library could be directly built from its source file(s)
as part of compiling the application code that uses the library. This method
compiles the library files into .o files and statically links them into the binary
executable. Including libraries this way often applies to library code that you
write for your own use (since you have access to its .c source files), and it’s
also the method to build an executable from multiple .c modules.

Alternatively, a library could be compiled into a binary archive (.a) or
a shared object (.so) file for programs that want to use the library. In these
cases, users of the library often will not have access to the library’s C source
code files, and thus they are not able to directly compile the library code
with application code that uses it. When a program uses such a precompiled
library (e.g., a .a or .so), the library’s code must be explicitly linked into the
executable file using gcc’s -1 command line option.

We focus our detailed discussion of writing, compiling, and linking li-
brary code on the case in which the programmer has access to individual
library modules (either the .c or .o files). This focus also applies to design-
ing and compiling large C programs that are divided into multiple .c and
.h files. We briefly show commands for building archive and shared object
forms of libraries. More information about building these types of library
files is available in the gcc documentation, including the man pages for gcc
and ar.

In the following, we show some examples of creating and using your
own libraries.

Define the library interface Header files (.h file) are text files that contain
C function prototypes and other definitions—they represent the interface of
alibrary. A header file must be included in any application that intends to
use the library. For example, the C standard library header files are usually
stored in /usr/include/ and can be viewed with an editor:

$ vi /usr/include/stdio.h

Here’s an example header file® from a library that contains some defini-
tions for users of the library:

#ifndef MYLIB H_
#define _MYLIB_H_

// a constant definition exported by library:
#idefine MAX_FOO 20

// a type definition exported by library:



struct foo_struct {
int x;
float y;

};

// a global variable exported by library

// "extern" means that this is not a variable declaration,
// but it defines that a variable named total_times of type
// int exists in the library implementation and is available
// for use by programs using the library.

// It is unusual for a library to export global variables

// to its users, but if it does, it is important that

// extern appears in the definition in the .h file

extern int total times;

// a function prototype for a function exported by library:
// extern means that this function definition exists
// somewhere else.

* This function returns the larger of two float values
y, z: the two values

* returns the value of the larger one

*/

extern float bigger(float y, float z);

#endif

Header files typically have special “boilerplate” code around their con-
tents. For example:

#ifndef <identifier>
// header file contents

#endif <identifier>

This boilerplate code ensures that the compiler’s preprocessor only in-
cludes the contents of mylib.h exactly once in any C file that includes it. It
is important to include .h file contents only once to avoid duplicate defini-
tion errors at compile time. Similarly, if you forget to include a .h file in a
C program that uses the library, the compiler will generate an “undefined
symbol” warning.

The comments in the .h file are part of the interface to the library, writ-
ten for users of the library. These comments should be verbose, explaining
definitions and describing what each library function does, what parame-
ter values it takes, and what it returns. Sometimes a .h file will also include a
top-level comment describing how to use the library.
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The keyword extern before the global variable definition and function
prototype means that these names are defined somewhere else. It is particu-
larly important to include extern before any global variables that the library
exports, as it distinguishes a name and type definition (in the .h file) from
a variable declaration in the library’s implementation. In the previous ex-
ample, the global variable is declared exactly once inside the library, but it’s
exported to library users through its extern definition in the library’s .h file.

Implement the library functionality. Programmers implement libraries

in one or more .c files (and sometimes internal .h files). The implementa-
tion includes definitions of all the function prototypes in the .h file as well as
other functions that are internal to its implementation. These internal func-
tions are often defined with the keyword static, which scopes their availabil-
ity to the module (.c file) in which they are defined. The library implemen-
tation should also include variable definitions for any extern global variable
declarations in the .h file. Here’s an example library implementation:

#include <stdlib.h>

// Include the library header file if the implementation needs
// any of its definitions (types or constants, for example.)
// Use " " instead of < > if the mylib.h file is not in a

// default library path with other standard library header

// files (the usual case for library code you write and use.)
#include "mylib.h"

// declare the global variable exported by the library
int total times = o;

// include function definitions for each library function:
float bigger(float y, float z) {
total_times++;
if (y>2){
return y;

}

return z;

Create a binary form of the library. To create a binary form of the library
(a .o file), compile with the -c option:

$ gcc -o mylib.o -c mylib.c

One or more .o files can build an archive (.a) or shared object (.so) ver-
sion of the library. To build a static library use the archiver (ar):

$ ar -rcs libmylib.a mylib.o




myprog.c

To build a dynamically linked library, the mylib.o object file(s) in the li-
brary must be built with position independent code (using -fPIC). A 1ibmylib.so
shared object file can be created from mylib.o by specifying the -shared flag
to gcc:

$ gcc -fPIC -0 mylib.o -c mylib.c
$ gcc -shared -o libmylib.so mylib.o

Shared object and archive libraries are often built from multiple .o files,
for example (remember that .o for dynamically linked libraries need to be
built using the -fPIC flag):

$ gcc -shared -o 1libbiglib.so filei.o file2.o file3.o file4.o
$ ar -rcs libbiglib.a filel.o file2.0 file3.o file4.o

Use and link the library. Other .c files that use this library should #include
its header file, and the implementation (.o file) should be explicitly linked
during compilation.

After including the library header file, your code then can call the li-
brary’s functions:

#include <stdio.h>
#include "mylib.h" // include library header file

int main() {
float vali, val2, ret;
printf("Enter two float values: ");
scanf("%f%f", &vali, 8val2);
ret = bigger(vali, val2); // use a library function
printf("%f is the biggest\n", ret);

return 0;

NOTE #INCLUDE SYNTAX AND THE PREPROCESSOR

The #include syntax to include mylib.h is different from the syntax to include stdio.h.
This is because mylib.h is not located with the header files from standard libraries.
The preprocessor has default places it looks for standard header files. When
including a file with the <file.h> syntax instead of the "file.h" syntax, the
preprocessor searches for the header file in those standard places.

A Deeper Dive into C Programming 143



When mylib.h is included inside double quotes, the preprocessor first looks in the
current directory for the mylib.h file, and then other places that you need to ex-

plicitly tell it to look, by specifying an include path (-1) to gcc. For example, if the
header file is in the /home/me/myincludes directory (and not in the same directory as
the myprog.c file), then the path to this directory must be specified in the gcc
command line for the preprocessor to find the mylib.h file:

$ gcc -I/home/me/myincludes -c myprog.c

To compile a program (myprog.c) that uses the library (mylib.o) into a bi-
nary executable:

$ gcc -o myprog myprog.c mylib.o

Or, if the library’s implementation files are available at compile time,
then the program can be built directly from the program and library .c files:

$ gcc -o myprog myprog.c mylib.c

Or, if the library is available as an archive or shared object file, then it
can be linked in using -1 (-1mylib: note that the library name is libmylib.[a,so],
but only the mylib part is included in the gcc command line):

$ gcc -o myprog myprog.c -L. -1lmylib

The -L. option specifies the path to the libmylib.[so,a] files (the . after
the -L indicates that it should search the current directory). By default, gcc
will dynamically link a library if it can find a .so version. See “C Libraries:
Using, Compiling, and Linking” on page 133 for more information about
linking and link paths.

The program can then be run:

$ ./myprog

If you run the dynamically linked version of myprog, you may encounter
an error that looks like this:

/usr/bin/ld: cannot find -lmylib
collect2: error: 1d returned 1 exit status

This error is saying that the runtime linker cannot find libmylib.so at
runtime. To fix this problem, set your LD_LIBRARY_PATH environment variable
to include the path to the libmylib.so file. Subsequent runs of myprog use the
path you add to LD_LIBRARY_PATH to find the libmylib.so file and load it at run-
time. For example, if 1ibmylib.so is in the /home/me/mylibs/ subdirectory, run
this (just once) at the bash shell prompt to set the LD_LIBRARY_PATH environ-
ment variable:

$ export LD_LIBRARY_PATH=/home/me/mylibs:$LD_LIBRARY_PATH
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2.9.7 Compiling C to Assembly, and Compiling and Linking Assembly and
C Code

A compiler can compile C code to assembly code, and it can compile assem-
bly code into a binary form that links into a binary executable program. We
use IA32 assembly and gcc as our example assembly language and compiler,
but this functionality is supported by any C compiler, and most compilers
support compiling to a number of different assembly languages. See Chap-
ter 8 for details about assembly code and assembly programming.

Consider this very simple C program:

int main() {

int x, y;

X = 1;

X =X+ 2;

X = X - 14;

y = x*100;

X=Xx+y*6;
return 0;

The gcc compiler will compile it into an IA32 assembly text file (.s) using
the -S command line option to specify compiling to assembly and the -m32
command line option to specify generating IA32 assembly:

$ gcc -m32 -S simpleops.c  # runs the assembler to create a .s text file

This command creates a file named simpleops.s with the compiler’s IA32
assembly translation of the C code. Because the .s file is a text file, a user
can view it (and edit it) using any text editor. For example:

$ vim simpleops.s

Passing additional compiler flags provides directions to gcc that it should
use certain features or optimizations in its translation of C to IA32 assembly
code.

An assembly code file, either one generated from gcc or one written by
hand by a programmer, can be compiled by gcc into binary machine code
form using the -c option:

$ gcc -m32 -c simpleops.s # compiles to a relocatable object binary file (.o)

The resulting simpleops.o file can then be linked into a binary executable
file (note: this requires that the 32-bit version of the system libraries are in-
stalled on your system):

$ gcc -m32 -o simpleops simpleops.o # creates a 32-bit executable file

This command creates a binary executable file, simpleops, for IA32 (and
x86-64) architectures.
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The gcc command line to build an executable file can include .o and .c
files that will be compiled and linked together to create the single binary
executable.

Systems provide utilities that allow users to view binary files. For exam-
ple, objdump displays the machine code and assembly code mappings in .o
files:

$ objdump -d simpleops.o

This output can be compared to the assembly file:

$ cat simpleops.s

You should see something like this (we’ve annotated some of the assem-
bly code with its corresponding code from the C program):

.file  "simpleops.c"
.text
.globl main
.type  main, @function
main:
pushl  %ebp
mov1 %esp, %ebp
subl $16, %esp
movl $1, -8(%ebp) #x=1
addl $2, -8(%ebp) #x=x+2
subl $14, -8(%ebp) #x=x-14
mov1 -8(%ebp), %eax # load x into R[%eax]
imull  $100, %eax, %eax # into R[%eax] store result of x*100
movl  %eax, -4(%ebp) #y = x*100
mov1l -4(%ebp), %edx
movl %edx, %eax
addl %eax, %eax
addl %edx, %eax
addl %eax, %eax
addl %eax, -8(%ebp)
movl $0, %eax
leave
ret
.size main, .-main
.ident "GCC: (Ubuntu 7.4.0-1ubuntu1~18.04.1) 7.4.0"
.section .note.GNU-stack,"",@progbits

Writing and Compiling Assembly Code

Programmers can write their own assembly code by hand and compile it
with gcc into a binary executable program. For example, to implement a
function in assembly, add code to a .s file and use gcc to compile it. The fol-
lowing example shows the basic structure of a function in IA32 assembly.



Such code would be written in a file (e.g., myfunc.s) for a function with the
prototype int myfunc(int param);. Functions with more parameters or need-
ing more space for local variables may differ slightly in their preamble code.

.text
.globl myfunc

.type
myfunc:

pushl

mov1l

subl

# this file contains instruction code

# myfunc is the name of a function
myfunc, @function

# the start of the function
%ebp # function preamble:
%esp, %ebp # the 1st three instrs set up the stack
$16, %esp

# A programmer adds specific IA32 instructions

# here that allocate stack space for any local variables
# and then implements code using parameters and locals to
# perform the functionality of the myfunc function

#

# the return value should be stored in %eax before returning

leave
ret

# function return code

A C program that wanted to call this function would need to include its
function prototype:

#include <stdio.h>

int myfunc(int param);

int main() {
int ret;

ret = myfunc(32);
printf("myfunc(32) is %d\n", ret);

return 0;

The following gcc commands build an executable file (myprog) from
myfunc.s and main.c source files:

$ gcc -m32 -c myfunc.s
$ gcc -m32 -o myprog myfunc.o main.c
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Unlike C, which is a high-level language that can be compiled and run on a
wide variety of systems, assembly code is very low level and specific to a
particular hardware architecture. Programmers may handwrite assembly code
for low-level functions or for code sequences that are crucial to the performance
of their software. A programmer can sometimes write assembly code that runs
faster than the compiler-optimized assembly translation of C, and sometimes a
C programmer wants fo access low-level parts of the underlying architecture
(such as specific registers) in their code. Small parts of operating system code
are often implemented in assembly code for these reasons. However, because
C is a portable language and is much higher level than assembly languages,
the vast majority of operating system code is written in C, relying on good
optimizing compilers to produce machine code that performs well.

Although most systems programmers rarely write assembly code, being able to
read and understand a program’s assembly code is an important skill for
obtaining a deeper understanding of what a program does and how it gets
executed. It can also help with understanding a program’s performance and
with discovering and understanding security vulnerabilities in programs.

2.10 Summary

In this chapter, we covered the C programming language in depth and dis-
cussed some advanced C programming topics, as well. In the next chapter,
we present two very helpful C debugging tools: the GNU GDB debugger for
general-purpose C program debugging, and the Valgrind memory debug-
ger for finding memory access errors in C programs. Equipped with these
programming tools and knowledge of the core C programming language
presented in this chapter, a C programmer can design powerful, efficient,
and robust software.
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C DEBUGGING TOOLS

In this section, we introduce two debug-

ging tools: the GNU debugger (GDB),! which
is useful for examining a program’s runtime
state, and Valgrind? (pronounced “Val-grinned”),
a popular code profiling suite. Specifically, we intro-
duce Valgrind’s Memcheck tool,® which analyzes a pro-
gram’s memory accesses to detect invalid memory us-

age, uninitialized memory usage, and memory leaks.

The GDB section includes two sample GDB sessions that illustrate com-
monly used GDB commands for finding bugs in programs. We also discuss
some advanced GDB features, including attaching GDB to a running pro-
cess, GDB and Makefiles, signal control in GDB, debugging at the assembly
code level, and debugging multithreaded Pthreads programs.

The Valgrind section discusses memory access errors and why they can
be so difficult to detect. It also includes an example run of Memcheck on a
program with some bad memory access errors. The Valgrind suite includes
other program profiling and debugging tools, which we cover in later chap-
ters. For example, we cover the cache profiling tool Cachegrind4 in “Cache
Analysis and Valgrind” in Chapter 11, and the function call profiling tool
Callgrind® in “Using Callgrind to Profile” in Chapter 12.
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GDB can help programmers find and fix bugs in their programs. GDB works
with programs compiled in a variety of languages, but we focus on C here.

A debugger is a program that controls the execution of another program
(the program being debugged)—it allows programmers to see what their pro-
grams are doing as they run. Using a debugger can help programmers dis-
cover bugs and determine the causes of the bugs they find. Here are some
useful actions that GDB can perform:

*  Start a program and step through it line by line

*  Pause the execution of a program when it reaches certain points in
its code

*  Pause the execution of a program on user-specified conditions

*  Show the values of variables at the point in execution that a pro-
gram is paused

* Continue a program’s execution after a pause
* Examine the program’s execution state at the point when it crashes

* Examine the contents of any stack frame on the call stack

GDB users typically set breakpoints in their programs. A breakpoint spec-
ifies a point in the program where GDB will pause the program’s execution.
When the executing program hits a breakpoint, GDB pauses its execution
and allows the user to enter GDB commands to examine program variables
and stack contents, step through the execution of the program one line at
a time, add new breakpoints, and continue the program’s execution until it
hits the next breakpoint.

Many Unix systems also provide the Data Display Debugger (DDD), an
easy-to-use GUI wrapper around a command line debugger program (GDB,
for example). The DDD program accepts the same parameters and com-
mands as GDB, but it provides a GUI interface with debugging menu op-
tions as well as the command line interface to GDB.

After discussing a few preliminaries about how to get started with GDB,
we present two example GDB debugging sessions that introduce commonly
used GDB commands in the context of finding different types of bugs. The
first session, “Example Using GDB to Debug a Program (badprog.c)” on
page 152, shows how to use GDB commands to find logic bugs in a C pro-
gram. The second session, “Example Using GDB to Debug a Program That
Crashes (segfaulter.c)” on page 159, shows an example of using GDB com-
mands to examine the program execution state at the point when a program
crashes in order to discover the cause of the crash.

In the “Common GDB Commands” section on page 161, we describe
commonly used GDB commands in more detail, showing more examples of
some commands. In later sections, we discuss some advanced GDB features.



3.1.1 Getting Started with GDB

When debugging a program, it helps to compile it with the -g option, which
adds extra debugging information to the binary executable file. This extra
information helps the debugger find program variables and functions in the
binary executable and enables it to map machine code instructions to lines
of C source code (the form of the program that the C programmer under-
stands). Also, when compiling for debugging, avoid compiler optimizations
(for example, do not build with -02). Compiler-optimized code is often very
difficult to debug because sequences of optimized machine code often do
not clearly map back to C source code. Although we cover the use of the -g
flag in the following sections, some users may get better results with the -g3
flag, which can reveal extra debugging information.

Here is an example gcc command that will build a suitable executable
for debugging with GDB:

$ gcc -g myprog.c

To start GDB, invoke it on the executable file. For example:

$ gdb a.out
(gdb) # the gdb command prompt

When GDB starts, it prints the (gdb) prompt, which allows the user to
enter GDB commands (such as setting breakpoints) before it starts running
the a.out program.

Similarly, to invoke DDD on the executable file:

$ ddd a.out

Sometimes, when a program terminates with an error, the operating
system dumps a core file containing information about the state of the pro-
gram when it crashed. The contents of this core file can be examined in
GDB by running GDB with the core file and the executable that generated
it:

$ gdb core a.out
(gdb) where # the where command shows point of crash

3.1.2  Example GDB Sessions

We demonstrate common features of GDB through two example sessions
of using GDB to debug programs. The first is an example of using GDB to
find and fix two bugs in a program, and the second is an example of using
GDB to debug a program that crashes. The set of GDB commands that we
demonstrate in these two example sessions includes those listed in the table
that follows.
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Command  Description

break Set a breakpoint

Tun Start a program running from the beginning

cont Continue execution of the program until it hits a breakpoint

quit Quit the GDB session

next Allow program to execute the next line of C code and then pause it

step Allow program to execute the next line of C code; if the next line
contains a function call, step into the function and pause

list List C source code around pause point or specified point

print Print out the value of a program variable (or expression)

where Print the call stack

frame Move into the context of a specific stack frame

Example Using GDB to Debug a Program (badprog.c)

The first example GDB session debugs the badprog.c program. This pro-
gram is supposed to find the largest value in an array of int values. How-
ever, when run, it incorrectly finds that 17 is the largest value in the array in-
stead of the correct largest value, which is 60. This example shows how GDB
can examine the program’s runtime state to determine why the program is
not computing the expected result. In particular, this example debugging
session reveals two bugs:

1. An error with loop bounds resulting in the program accessing ele-
ments beyond the bounds of the array.

2. An error in a function not returning the correct value to its caller.

To examine a program with GDB, first compile the program with -g to
add debugging information to the executable:

$ gcc -g badprog.c

Next, run GDB on the binary executable program (a.out). GDB initial-
izes and prints the (gdb) prompt, where the user can enter GDB commands:

$ gdb ./a.out

GNU gdb (Ubuntu 8.1-Oubuntu3) 8.1.0.20180409-git
Copyright (C) 2018 Free Software Foundation, Inc.

(gdb)

At this point, GDB has not yet started running the program. A common
first debugging step is to set a breakpoint in the main() function to pause the
program’s execution right before it executes the first instruction in main().
The break command sets a “breakpoint” (pauses the program) at a specified
location (in this case at the start of the main() function):



(gdb) break main

Breakpoint 1 at 0x8048436: file badprog.c, line 36.

The run command tells GDB to start the program:

(gdb) run
Starting program: ./a.out

If the program takes command line arguments, provide them after the
run command (for example, run 100 200 would run a.out with the command
line arguments 100 and 200).

After entering run, GDB starts the program’s execution at its beginning,
and it runs until it hits a breakpoint. Upon reaching a breakpoint, GDB
pauses the program before executing the line of code at the breakpoint, and
prints out the breakpoint number and source code line associated with the
breakpoint. In this example, GDB pauses the program just before execut-
ing line 36 of the program. It then prints out the (gdb) prompt and waits for
further instructions:

Breakpoint 1, main (argc=1, argv=ox7fffffffe398) at badprog.c:36
36 int main(int argc, char *argv[]) {

(gdb)

Often when a program pauses at a breakpoint, the user wants to see the
C source code around the breakpoint. The GDB list command displays the
code surrounding the breakpoint:

(gdb) list

29 }

30 return 0;
31}

32

34 int main(int argc, char *argv[]) {

35

36 int arr[s5] = { 17, 21, 44, 2, 60 };
37

38 int max = arr[o0];

Subsequent calls to list display the next lines of source code following
these. list can also be used with a specific line number (for example, list
11) or with a function name to list the source code at a specified part of the
program. For example:

(gdb) list findAndReturnMax
12 * array: array of integer values
13 * len: size of the array
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14 * max: set to the largest value in the array

15 * returns: 0 on success and non-zero on an error
16 */

17 int findAndReturnMax(int *arrayi, int len, int max) {
18

19 int i;

20

21 if (larray1l || (len <=0) ) {

The user may want to execute one line of code at a time after hitting a
breakpoint, examining program state after each line is executed. The GDB
next command executes just the very next line of C code. After the program
executes this line of code, GDB pauses the program again. The print com-
mand prints the values of program variables. Here are a few calls to next and
print to show their effects on the next two lines of execution. Note that the
source code line listed after a next has not yet been executed—it shows the
line where the program is paused, which represents the line that will be exe-
cuted next:

(gdb) next

36 int arr[5] = { 17, 21, 44, 2, 60 };
(gdb) next

38 int max = arr[o0];

(gdb) print max

$3=0

(gdb) print arr[3]

$4 = 2

(gdb) next

40 if ( findAndReturnMax(arr, 5, max) != 0 ) {
(gdb) print max

$5 = 17

(gdb)

At this point in the program’s execution, the main function has initial-
ized its local variables arr and max and is about to make a call to the findAnd
ReturnMax() function. The GDB next command executes the next full line of
C source code. If that line includes a function call, the full execution of that
function call and its return is executed as part of a single next command. A
user who wants to observe the execution of the function should issue GDB’s
step command instead of the next command: step steps into a function call,
pausing the program before the first line of the function is executed.

Because we suspect that the bug in this program is related to the findAnd
ReturnMax() function, we want to step into the function’s execution rather
than past it. So, when paused at line 40, the step command will next pause
the program at the start of the findAndReturnMax() (alternately, the user could
set a breakpoint at findAndReturnMax() to pause the program’s execution at
that point):



(gdb) next

40 if ( findAndReturnMax(arr, 5, max) != 0 ) {

(gdb) step

findAndReturnMax (arrayl=0x7fffffffe290, len=5, max=17) at badprog.c:21
21 if (larray1 || (len <=0) ) {

(gdb)

The program is now paused inside the findAndReturnMax function, whose
local variables and parameters are now in scope. The print command shows
their values, and 1ist displays the C source code around the pause point:

(gdb) print arrayi[o]

$6 = 17

(gdb) print max

$7 = 17

(gdb) list

16 */

17 int findAndReturnMax(int *arrayi, int len, int max) {
18

19 int i;

20

21 if (larray1l || (len <=0) ) {
22 return -1;

23 }

24 max = arrayi[o];

25 for (i=1; i <= len; i++) {
(gdb) list

26 if(max < arrayi[i]) {
27 max = arrayi[i];
28 }

29 }

30 return 0;

31}

32

34 int main(int argc, char *argv[]) {
35

Because we think there is a bug related to this function, we may want to set
a breakpoint inside the function so that we can examine the runtime state
part way through its execution. In particular, setting a breakpoint on the
line when max is changed may help us see what this function is doing.

We can set a breakpoint at a specific line number in the program (line
27) and use the cont command to tell GDB to let the application’s execution
continue from its paused point. Only when the program hits a breakpoint
will GDB pause the program and grab control again, allowing the user to
enter other GDB commands.
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(gdb) break 27
Breakpoint 2 at 0x555555554789: file badprog.c, line 27.

(gdb) cont
Continuing.

Breakpoint 2, findAndReturnMax (array1=0x...e290,len=5,max=17) at badprog.c:27
27 max = arrayi[i];
(gdb) print max

$10 = 17
(gdb) print i
$11 = 1

The display command asks GDB to automatically print out the same set
of program variables every time a breakpoint is hit. For example, we will dis-
play the values of i, max, and arrayi[i] every time the program hits a break-
point (in each iteration of the loop in findAndReturnMax()):

(gdb) display i

1:i=1
(gdb) display max
2: max = 17

(gdb) display arrayi[i]
3: arrayi[i] = 21

(gdb) cont
Continuing.

Breakpoint 2, findAndReturnMax (arrayl=0x7fffffffe290, len=5, max=21)
at badprog.c:27

27 max = arrayi[i];

1:1i=2

2: max = 21

3: arrayi[i]

44

(gdb) cont
Continuing.

Breakpoint 2, findAndReturnMax (arrayl=0x7fffffffe290, len=5, max=21)
at badprog.c:27

27 max = arrayi[i];
1: 1 =3
2: max = 44

[}
N

3: arrayi[i]

(gdb) cont



Breakpoint 2, findAndReturnMax (arrayi=ox7fffffffe290, len=5, max=44)
at badprog.c:27

27 max = array1[i];
1: 1 =4
2: max = 44

3: arrayi[i] = 60

(gdb) cont
Breakpoint 2, findAndReturnMax (arrayl=0x7fffffffe290, len=5, max=60)
at badprog.c:27

27 max = arrayi[i];
1: i=5
2: max = 60

3: arrayi[i] = 32767

(gdb)

We found our first bug! The value of array1[i] is 32767, a value not in
the passed array, and the value of i is 5, but 5 is not a valid index into this ar-
ray. Through GDB we discovered that the for loop bounds need to be fixed
toi < len.

At this point, we could exit the GDB session and fix this bug in the code.
To quit a GDB session, type quit:

(gdb) quit
The program is running. Exit anyway? (y or n) y

$

After fixing this bug, recompiling, and running the program, it still does
not find the correct max value (it still finds that 17 is the max value and not
60). Based on our previous GDB run, we may suspect that there is an error
in calling or returning from the findAndReturnMax() function. We rerun the
new version of our program in GDB, this time setting a breakpoint at the
entry to the findAndReturnMax() function:

$ gdb ./a.out

(gdb) break main
Breakpoint 1 at 0x7c4: file badprog.c, line 36.

(gdb) break findAndReturnMax
Breakpoint 2 at 0x748: file badprog.c, line 21.

(gdb) run
Starting program: ./a.out

Breakpoint 1, main (argc=1, argv=ox7fffffffe398) at badprog.c:36
36 int main(int argc, char *argv[]) {

(gdb) cont
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Continuing.

Breakpoint 2, findAndReturnMax (arrayl=0x7fffffffe290, len=5, max=17)
at badprog.c:21

21 if (larray1 || (len <=0) ) {

(gdb)

If we suspect a bug in the arguments or return value of a function, it
may be helpful to examine the contents of the stack. The where (or bt, for
“backtrace”) GDB command prints the current state of the stack. In this ex-
ample, the main() function is on the bottom of the stack (in frame 1) and is
executing a call to findAndReturnMax() at line 40. The findAndReturnMax() func-
tion is on the top of the stack (in frame 0) and is currently paused at line 21:

(gdb) where
#0 findAndReturnMax (arrayi=ox7fffffffe290, len=5, max=17) at badprog.c:21
#1 0x0000555555554810 in main (argc=1, argv=0x7fffffffe398) at badprog.c:40

GDB'’s frame command moves into the context of any frame on the stack.
Within each stack frame context, a user can examine the local variables and
parameters in that frame. In this example, we move into stack frame 1 (the
caller’s context) and print out the values of the arguments that the main()
function passes to findAndReturnMax() (for example, arr and max):

(gdb) frame 1

#1 0x0000555555554810 in main (argc=1, argv=0x7fffffffe398) at badprog.c:40
40 if ( findAndReturnMax(arr, 5, max) != 0 ) {

(gdb) print arr

$1 = {17, 21, 44, 2, 60}

(gdb) print max

$2 = 17

(gdb)

The argument values look fine, so let’s check the findAndReturnMax() func-
tion’s return value. To do this, we insert a breakpoint immediately before
findAndReturnMax() returns to see what value it computes for its max:

(gdb) break 30

Breakpoint 3 at 0x5555555547ae: file badprog.c, line 30.
(gdb) cont

Continuing.

Breakpoint 3, findAndReturnMax (arrayl=0x7fffffffe290, len=5, max=60)
at badprog.c:30
30 return 0,

(gdb) print max
$3 = 60




This shows that the function has found the correct max value (60). Let’s
execute the next few lines of code and see what value the main() function
receives:

(gdb) next

31}

(gdb) next

main (argc=1, argv=0x7fffffffe398) at badprog.c:44
44  printf("max value in the array is %d\n", max);

(gdb) where
#0 main (argc=1, argv=ox7fffffffe398) at badprog.c:44

(gdb) print max
$4 = 17

We found the second bug! The findAndReturnMax() function identifies
the correct largest value in the passed array (60), but it doesn’t return that
value back to the main() function. To fix this error, we need to either change
findAndReturnMax() to return its value of max or add a “pass-by-pointer” param-
eter that the function will use to modify the value of the main() function’s max
local variable.

Example Using GDB to Debug a Program That Crashes (segfaulter.c)
The second example GDB session (run on the segfaulter.c program) demon-
strates how GDB behaves when a program crashes and how we can use GDB
to help discover why the crash occurs.

In this example, we just run the segfaulter program in GDB and let it
crash:

$ gcc -g -o segfaulter segfaulter.c
$ gdb ./segfaulter

(gdb) run
Starting program: ./segfaulter

Program received signal SIGSEGV, Segmentation fault.
0x00005555555546f5 in initfunc (array=0x0, len=100) at segfaulter.c:14
14 array[i] = i;

As soon as the program crashes, GDB pauses the program’s execution
at the point it crashes and grabs control. GDB allows a user to issue com-
mands to examine the program’s runtime state at the point of the program
crash, often leading to discovering why the program crashed and how to fix
the cause of the crash. The GDB where and list commands are particularly
useful for determining where a program crashes:

(gdb) where
#0 0x00005555555546f5 in initfunc (array=0x0, len=100) at segfaulter.c:14
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#1 0x00005555555547a0 in main (argc=1, argv=ox7fffffffe378) at segfaulter.c:37

(gdb) list

9 int initfunc(int *array, int len) {
10

11 int i;

12

13 for(i=1; i <= len; i++) {
14 array[i] = i;

15 }

16 return 0;

17 }

18

This output tells us that the program crashes on line 14, in the initfunc()
function. Examining the values of the parameters and local variables on line
14 may tell us why it crashes:

(gdb) print i

$2 =1

(gdb) print array[i]

Cannot access memory at address 0x4

The value of i seems fine, but we see an error when trying to access in-
dex i of array. Let’s print out the value of array (the value of the base ad-
dress of the array) to see if that tells us anything:

(gdb) print array
$3 = (int *) oxo

We have found the cause of the crash! The base address of the array is
zero (or NULL), and we know that dereferencing a null pointer (via array[i])
causes programs to crash.

Let’s see if we can figure out why the array parameter is NULL by looking
in the caller’s stack frame:

(gdb) frame 1
#1 0X00005555555547a0 in main (argc=1, argv=Ox7Fffffffe378) at segfaulter.c:37
37  if(initfunc(arr, 100) != 0 ) {

(gdb) list
32 int main(int argc, char *argv[]) {
33

34 int *arr = NULL;
35 int max = 6;

36

37 if(initfunc(arr, 100) != 0 ) {
38 printf("init error\n");

39 exit(1);

40 }



41
(gdb) print arr
$4 = (int *) oxo
(gdb)

Moving into the caller’s stack frame and printing out the value of the
arguments main() passes to initfunc() shows that the main() function passes
a null pointer to the initfunc() function. In other words, the user forgot
to allocate the arr array prior to the call to initfunc(). The fix is to use the
malloc() function to allocate some space to arr at line 34.

These two example GDB sessions illustrate commonly used commands
for finding bugs in programs. In the next section, we discuss these and other
GDB commands in more detail.

3.2 GDB Commands in Detail

In this section, we list common GDB commands and show some of their fea-
tures with examples. We first discuss some common keyboard shortcuts that
make GDB even easier to use.

3.2.1 Keyboard Shortcuts in GDB

GDB supports command line completion. A user can enter a unique prefix of a
command and hit the TAB key, and GDB will try to complete the command
line. Also, a unique short abbreviation can be used to issue many common
GDB commands. For example, rather than entering the command print x,
a user can just enter p x to print out the value of x, or 1 can be used for the
list command, or n for next.

The up and down arrow keys scroll through previous GDB command
lines, eliminating the need to retype them each time.

Hitting the RETURN key at the GDB prompt executes the most recent
previous command. This is particularly useful when stepping through the ex-
ecution with a sequence of next or step commands; just press RETURN and
GDB executes the next instruction.

3.2.2 Common GDB Commands

We summarize GDB’s most common commands here, grouping them by
similar functionality: commands for controlling program execution; com-
mands for evaluating the point in the program’s execution; commands for
setting and controlling breakpoints; and commands for printing program
state and evaluating expressions. The GDB help command provides informa-
tion about all GDB commands:

help Help documentation for topics and GDB commands.

help <topic or command>  Shows help available for topic or command

help breakpoints Shows help information about breakpoints
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help print Shows help information about print command

Commands for Execution Control Flow

break Set a breakpoint.

break <func-name> Set breakpoint at start of function <func-name>
break <line> Set breakpoint at line number <line>
break <filename:><line> Set breakpoint at <line> in file <filename>

break main Set breakpoint at beginning of main
break 13 Set breakpoint at line 13

break gofish.c:34 Set breakpoint at line 34 in gofish.c
break main.c:34 Set breakpoint at line 34 in main.c

Specitying a line in a specific file (as in break gofish.c:34) allows a user to
set breakpoints in C programs that span several C source code files (.c
files). This feature is particularly useful when the breakpoint being set is
not in the same file as the code at the pause point of the program.

run Start running the debugged program from the beginning.

Tun <command line arguments>

Tun Run with no command line arguments
Tun 2 40 100 Run with 3 command line arguments: 2, 40, 100

continue (cont) Continue execution from breakpoint.

continue

step (s) Execute the next line(s) of the program’s C source code, step-
ping into a function if a function call is executed on the line(s).

step Execute next line (stepping into a function)
step <count> Executes next <count> lines of program code

step 10 Executes the next 10 lines (stepping into functions)

In the case of the step <count> command, if a line contains a function
call, lines of the called function are counted in the count total of lines
to step through. Thus, step <count> may result in the program pausing
inside a function that was called from the pause point at which the step
<count> command was issued.

next Similar to the step command, but it treats a function call as a sin-
gle line. In other words, when the next instruction contains a function
call, next does not step into the execution of the function but pauses the
program after the function call returns (pausing the program at the next
line in the code following the one with the function call).



next Execute the next line
next <count> Executes next <count> instructions

until Execute the program until it reaches the specified source code
line number.

until <line> Executes until hit line number <line>

quit Exit GDB.

quit

Commands for Examining the Execution Point and Listing Program Code
list List program source code.

list Lists next few lines of program source code

list <line> Lists lines around line number <line> of program
list <start> <end> Lists line numbers <start> through <end>

list <func-name> Lists lines around beginning of function <func-name>
list 30 100 List source code lines 30 to 100

where (backtrace, bt) Show the contents of the stack (the sequence of
function calls at the current point in the program’s execution). The
where command is helpful for pinpointing the location of a program
crash and for examining state at the interface between function calls and
returns, such as argument values passed to functions.

where

frame <frame-num> Move into the context of stack frame number <frame-num>.
As a default, the program is paused in the context of frame 0, the frame

at the top of the stack. The frame command can be used to move into the
context of another stack frame. Typically, GDB users move into another
stack frame to print out the values of parameters and local variables of
another function.

frame <frame-num>  Sets current stack frame to <frame-num>
info frame Show state about current stack frame

frame 3 Move into stack frame 3's context (0 is top frame)
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Chapter 3

Commands for Setting and Manipulating Breakpoints

break Set a breakpoint (there is more explanation about this command
in “Commands for Execution Control Flow” on page 162).

break <func-name> Set a breakpoint at start of a function

break <line> Set a breakpoint at a line number
break main Set a breakpoint at start of main
break 12 Set a breakpoint at line 12

break file.c:34 Set a breakpoint at line 34 of file.c

enable, disable, ignore, delete, clear Enable, disable, ignore for some
number of times, or delete one or more breakpoints. The delete com-
mand deletes a breakpoint by its number. In contrast, using the clear
command deletes a breakpoint at a particular location in the source
code.

disable <bnums ...> Disable one or more breakpoints

enable <bnums ...> Enable one or more breakpoints

ignore <bpnum> <num> Don't pause at breakpoint <bpnum>
the next <num> times it's hit

delete <bpnum> Delete breakpoint number <bpnum>

delete Deletes all breakpoints

clear <line> Delete breakpoint at line <line>

clear <func-name> Delete breakpoint at function <func-name>
info break List breakpoint info (including breakpoint bnums)
disable 3 Disable breakpoint number 3

ignore 2 5 Ignore the next 5 times breakpoint 2 is hit
enable 3 Enable breakpoint number 3

delete 1 Delete breakpoint number 1

clear 124 Delete breakpoint at source code line 124

condition Set conditions on breakpoints. A conditional breakpoint is
one that only transfers control to GDB when a certain condition is true.
It can be used to pause at a breakpoint inside a loop only after some
number of iterations (by adding a condition on the loop counter vari-
able), or to pause the program at a breakpoint only when the value of a
variable has an interesting value for debugging purposes (avoiding paus-
ing the program at other times).

condition <bpnum> <exp> Sets breakpoint number <bpnum> to break
only when expression <exp> is true

break 28 Set breakpoint at line 28 (in function play)
info break Lists information about all breakpoints



Num Type Disp Enb Address What
1 breakpoint keep y  0x080483a3 in play at gofish.c:28

condition 1 (i > 1000) Set condition on breakpoint 1

Commands for Examining and Evaluating Program State and Expressions
print (p) Display the value of an expression. Although GDB users typ-
ically print the value of a program variable, GDB will print the value of
any C expression (even expressions that are not in the program code).
The print command supports printing in different formats and supports
operands in different numeric representations.

print <exp> Display the value of expression <exp>
p i print the value of i
p i+3 print the value of (i+3)

To print in different formats:

print <exp> Print value of the expression as unsigned int
print/x <exp> Print value of the expression in hexadecimal
print/t <exp> Print value of the expression in binary
print/d <exp> Print value of the expression as signed int
print/c <exp> Print ASCII value of the expression

print (int)<exp> Print value of the expression as unsigned int

print/x 123 Prints 0x7b
print/t 123 Print 1111011
print/d oxic Prints 28
print/c 99 Prints 'c'
print (int)'c’ Prints 99

To specify different numeric representations in the expression (the de-
fault for numbers is decimal representation):

ox prefix for hex: oOxic
0b prefix for binary: 0b101

print ob101 Prints 5 (default format is decimal)

print ob101 + 3 Prints 8

print ox12 + 2 Prints 20 (hex 12 is 18 in decimal)

print/x 0x12 + 2 Prints 0x14 (decimal 20 in hexadecimal format)

Sometimes, expressions may require explicit type casting to inform print
how to interpret them. For example, here, recasting an address value
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to a specific type (int *) is necessary before the address can be derefer-
enced (otherwise, GDB does not know how to dereference the address):

print *(int *)ox8ff4bc10 Print int value at address 0x8ff4bci0

When using print to display the value of a dereferenced pointer vari-
able, type casting is not necessary, because GDB knows the type of the
pointer variable and knows how to dereference its value. For example, if
ptr is declared as an int *, then the int value it points to can be displayed
like this:

print *ptr Print the int value pointed to by ptr

To print out a value stored in a hardware register:

print $eax Print the value stored in the eax register

display Automatically display the value of an expression upon reaching
a breakpoint. The expression syntax is the same as the print command.

display <exp> Display value of <exp> at every breakpoint

display i
display array[i]

x (examine memory) Display the contents of a memory location. This
command is similar to print, but it interprets its argument as an address
value that it dereferences to print the value stored at the address.

X <memory address expression>

X 0x5678 Examine the contents of memory location 0x5678
X ptr Examine the contents of memory that ptr points to
x &temp Can specify the address of a variable

(this command is equivalent to: print temp)

Like pri